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Abstract
The aim of artificial intelligence (AI) research is the design and creation of systems capable of succeeding at tasks that require intelligence. Although the
exact definition of intelligence is subject to much debate, it is more or less
agreed upon that an intelligent system should be capable of reasoning about
the effect of actions performed by itself and others within an environment, and
creating and executing goals and actions.
A main project for the AIICS department at the Linköping University embodies
the development of an autonomous, or intelligent, UAV (an unmanned aerial
vehicle, in this case a helicopter). It uses a formalism for reasoning about action
and change called Temporal Action Logic (TAL) to specify its environment, its
goals, its actions and the results of these actions. For such a risk-sensitive system it is important that this reasoning can be performed efficiently so that the
UAV can respond to events quickly. The work presented in this thesis takes on
this last challenge. We explore to what extend increasingly expressive versions
of temporal action logics can be implemented into existing theorem provers in
a principled manner, while focusing on efficiency.
The first theorem-proving formalism that is used is logic programming. We
show that a constrained version of TAL can be transformed into a sound logic
program. We furthermore show that this constrained version cannot be relaxed
any further while preserving a valid translation to a logic program.
The second formalism that we discuss is SAT Modulo Theories (SMT), which
is a decision problem for logical first-order formulas with respect to combinations of background theories of which TAL combines several. We explore the
possibility and computational feasibility of encoding TAL theories as SMT problems. We provide benchmarks results for different scenarios and compare it
with an existing implementation that uses answer set programming.
An application called TALTranslator has been developed, which allows the user
to specify a TAL theory and offers the possibility for the automatic translation
of this theory into an off-the-shelf theorem prover.
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1

st Chapter

I NTRODUCTION

In this chapter, I provide a motivation for my thesis and sketch the context
of reasoning about action and change. After this, I define the scope and
objectives of the thesis and provide an outline of the content.
The aim of artificial intelligence (AI) research is the design and creation of systems capable of succeeding at tasks that require intelligence. This immediately
raises the question: What is intelligence? It certainly is a popular buzzword
in advertising. When observing current products on the market, it seems that
almost every product has an intelligent brother or sister. In fact, I invite the
reader to think of any product p and perform a web search on ”intelligent p”.
The changes will be big that such a product exists. Intelligent blankets adapt
their density to the weather, while intelligent toothbrushes adjust their speed
to the pressure that is being applied to the consumer’s teeth, and intelligent
keys start cars automatically when the owner enters the vehicle and closes the
door.
But is this really what AI research had in mind when the field arose in the
1960s? Probably not. Although one could fill this whole thesis with a discussion about the definition of intelligence, it seems that there are several characteristics of intelligence that are more or less agreed upon. An intelligent
system should be able to respond to changes in its environment, create goals
that it wants to achieve and act upon these goals in order to achieve them. In
other words, the system should not only be reactive, that is, able to react ”instinctively” to its environment, but should also be capable of reasoning about it,
reasoning about the effect of actions performed by itself and others within this
environment, and creating and executing goals and actions. Sadly, this ability
seems to be missing from the intelligent toothbrush.
A large part of AI research has been about the development of formalisms in
which such intelligent systems can be described and that can be used to reason about the system. Ever since the end of 1998, a main project for the AIICS
department at the Linköping University is aimed at developing an autonomous UAV (an unmanned aerial vehicle, in this case a helicopter)1 . This UAV
would be able to fly and navigate autonomously, and would be able to perform
1 See

http://www.ida.liu.se/divisions/aiics/
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a number of different tasks using its onboard computer and various sensors
connected to it. It uses a formal framework to specify and reason about its
environment, its goals, its actions and the results of these actions. For such a
risk-sensitive system it is of course important that this reasoning can be performed efficiently so that the UAV can respond to events quickly.
The work presented in this thesis explores this last requirement. We use the
existing framework for reasoning about action and change (RAC) that is used by
the UAV and explore to what extent increasingly expressive versions of this
formalism can be implemented into existing theorem provers (which can perform reasoning tasks) in a principled manner, while focusing on efficiency.

1.1

R EASONING ABOUT A CTION AND C HANGE
Logic is the study of reasoning, so it is of no surprise that from the very beginning of research in artificial intelligence, logic has played a central role. It is
used both for representing knowledge in an intelligent system and for actually
reasoning about the facts that are known to be true. In this work we will be
focusing on reasoning about action and change, which is concerned with reasoning about dynamic worlds, where properties of the world change over time
due to actions being invoked by the reasoner (and possibly others) as well as
due to processes taking place in the world.
Much research, ever since McCarthy (1959) originally proposed a program
with common sense knowledge, has been dedicated to applying logic to reasoning about action and change. Two of the main advantages of using logic are
that logic provides a systematic and concise way of representing facts, and that
there is a well-defined formal semantics, which allow one to trust the conclusions that can be drawn from a theory (Israel, 1993). On the other hand, as logics for RAC were being developed, many objections were raised. Some were
based on the expressivity of the logic, meaning that formalisms would give incorrect outcomes, others were computational in nature (this debate is reported
in Computational Intelligence, 3 (3), 149-237 (August 1987)). Fortunately there
has been steady progress towards solving many of these problems, and the
applicability and efficiency of logics and reasoning mechanisms being used is
continuously being improved.
Over the years, a number of formalisms and frameworks for reasoning about
action and change have been developed. Among them are the situation calculus (McCarthy and Hayes, 1969; Reiter, 2001), the event calculus (Kowalski and
Sergot, 1986; Shanahan, 1997), the fluent calculus (Thielscher, 1998) and temporal action logics (Doherty and Kvarnstrom, 2008). We will use the last class
of logics to base our work on. It is considered as some of the more powerful
logics, and has been developed at Linköping University.

1.2

T HEOREM P ROVING IN TAL
Temporal Action Logic (TAL) has been developed specifically for reasoning
about action and change, and therefore provides explicit representations for
2
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time, in order to reason about dynamic aspects of a domain, as well as fluents
(state variables whose values change over time), actions, and other entities.
The usual way to reason about action and change is to distinguish between
different reasoning tasks, and analyze each task individually. The tasks of a
reasoner might be expected to perform are prediction, postdiction and planning
(Kim, 1995).2 The last problem is substantially different from the first two problems and is generally considered to be a separate research area. Research on
planning in TAL is has lead to the award-winning TALPlanner (Kvarnström,
2005).
Rather remarkable, though, no solid research has been dedicated to perform
efficient theorem proving in TAL for either prediction or postdiction. That is,
finding efficient ways to prove whether a certain fact holds or does not hold
in a theory, using either prediction or postdiction. Three attempts have been
made, of which we argue that two of them do not have a satisfying result. The
third one was developed during the writing of this work, and will be used to
compare our results with.
Magnusson (2007) provides an implementation of a constrained version of TAL
into constraint logic programming to allow for deductive planning. The main
objection with this approach is that the end result is not very insightful because of the many constraint handling rules, and that the practical approach
that Magnusson takes misses a solid theoretical funding. We argue that when
using such a constrained version of TAL, the result will be mostly of theoretical
interest, so we can at least hope for an encoding of TAL into logic programming
that is theoretically well-founded.
Another, more recent, attempt to perform theorem proving in TAL has been
done by Hallin (2010), who combines planning as satisfiability with SAT Module Theories (SMT) using a somewhat restricted version of TAL. Unfortunately some of the proofs that Hallin uses to base its results are false, which invalidate the results. We will go into this in more detail in Section 4.4.2.
Finally, Lee and Palla (2012) use Answer Set Programming (ASP) as the formalism to perform theorem proving with. Their approach has been developed
during the writing of this thesis. Although they provide a translation from
TAL to ASP, it is not entirely clear how well this scales from the benchmarks
that they provide.
While fundamental research has provided other formalisms with tools for theorem proving (among others the Situation Calculus (Reiter, 2001, chap. 5) and
the Event Calculus (Kowalski and Sergot, 1986)) for both prediction and postdiction, this seems to be lacking for TAL. Providing TAL with a solid foundation for theorem proving is the main focus of this work. We will use both logic
programming and SAT Modulo Theory (SMT) solving for this.

1.3

T HE S IMPLE C ASE : L OGIC P ROGRAMMING
Logic programming has a theory of computation that is based on a subset of
first-order logic, which is called Horn clause logic. The reason for this is that
2 We

will explain these reasoning tasks in more detail in the next chapter.
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Horn clause theory can be read in a natural way as a set of instructions to
a computer; following the instructions, the computer finds a proof from the
Horn Clause theory (Kowalski, 1979). In this thesis we will attempt to use logic
programming as a means for doing theorem proving in TAL, and explore the
limitations. This can be made more precise in the following research question.
Research Question 1. Several formalisms for reasoning about action and
change offer a translation to logic programming. But is this also possible in
the case of temporal action logics, and if so, how can this be done and what are
the limitations of such a translation?

1.4

T HE G ENERAL C ASE : SMT
The second formalism that we discuss is SAT Modulo Theories (SMT). The
SMT problem is a decision problem for logical first order formulas with respect
to combinations of background theories such as: arithmetic, bit-vectors, arrays,
and uninterpreted functions (De Moura and Bjørner, 2011). TAL combines the
theories of arithmetic, quantifiers and equality with uninterpreted functions.
Therefore, SMT seems to be a suitable means to encode decision problems in
TAL in its full generality. This raises another research question that we would
like to answer.
Research Question 2. Is it possible to encode a TAL narrative as an SMT problem, and if so, how well do such encoding scale when the complexity of the
narrative increases?

1.5

T HESIS O UTLINE
This thesis is divided into two parts, which are preceded by a chapter which
explains the fundamentals of temporal action logics (Chapter 2). The first part
of this thesis discusses logic programming and consists of a chapter providing
necessary background information (Chapter 3), followed by a chapter discussing the implementation of temporal action logic into this formalism (Chapter 4). The second part of this thesis discusses SAT Modulo Theories (SMT)
and has similar structure: it consists of two chapters, one providing necessary
background information (Chapter 5) and one discussing the implementation of
TAL into this formalism supplemented with various benchmarks (Chapter 6).
The appendix contains two chapters, the first one describes TALTranslator, the
application that was developed for this thesis (Appendix A). The second chapter provides detailed benchmarking results (Appendix B).
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2

nd Chapter

T EMPORAL A CTION
L OGICS

In this chapter, we provide a history of reasoning about action and change
and explain how Temporal Action Logics evolved from it. We then give a
summary of the basic concepts, together with the syntax and semantics of
the latest stable version of TAL.

2.1

H ISTORY
Ever since Artificial Intelligence arose in the 1960s, a large amount of formalisms for reasoning about action and change have been proposed. One of the
biggest problems that has troubled researchers for a long time is that there was
no principled formal method to determine whether a logic always yielded the
intended result (see Computational Intelligence, 3 (3), 149-237 (August 1987) for
an report of this debate). Research in the field of reasoning about action and
change looked a lot like a cat and mouse game in those times. A proponent
would propose a formalism, after which an opponent would give a counterexample of a scenario in which the formalism failed, which would motivate
the proponent to come up with some change in the formalism that resolved
this problem, and so on, and so on. A well-known example of this is the Yale
shooting problem (Hanks and McDermott, 1987), which describes a reasoning
problem in which a gun is loaded, followed by a waiting time after which the
gun is fired. The formalisms of that time allowed for the situation in which the
gun became magically unloaded during the waiting time, which shows that
these logics were certainly not always intuitive.
One might wonder why this is so, because there is more or less universal agreement on what soundness and completeness means for an ordinary monotonic
(first-order) logic. The reason is that formalisms for reasoning about action
and change are very often, if not always, nonmonotonic. In a monotonic logic,
adding new facts to a theory will never invalidate existing information, while
nonmonotonic logics allow to ”jump to conclusions”, which can then later be
retracted once more information becomes available (Mccarthy, 1987).
The need for nonmonotonicity is largely due to the frame problem (McCarthy
and Hayes, 1969), one of the most fundamental problems in reasoning about
5
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action and change. The frame problem lends its name from a common technique used by animated cartoon makers called framing where the currently
moving parts of the cartoon are put on the ”frame”, which is the background
of the scene that does not change. In the context of logic, change is usually caused by actions, so the frame problem is the problem of specifying succinctly
that everything that is not changed by an action should remain constant (the
frame). Personally, I find this problem very intriguing because it reveals a fundamental difference between our intuition and logical systems. Human beings
live in a world in which properties (such as colors and shapes) remain the same
if they are not changed, so one usually assumes that this will hold within a logical theory as well. The fact that this is not the case is often hard to understand
for non-logicians and it makes the frame problem a problem that is often difficult to grasp entirely. Let us consider an example in which the frame problem
arises. We will later come back to this example when we explain TAL, and
discuss how TAL solves the problem.
Example 2.1.1 (Simple robot specification). A robot can pick up and drop objects, and he can walk towards each object. In this example, there is one robot
called rob and there are two objects, namely a ball and a vase. A robot can
only pick up an object if he is not holding anything and if he is next to the
object, and he can only drop an object if he is holding it. When a robot drops
an object it will fall on the floor. Initially, rob is next to vase and not next to
ball. Rob is not holding anything, meaning that both objects are on the floor.
First, rob picks up vase, after which he walks to ball and drops vase. Figure 2.1
visualizes this scenario.

Figure 2.1: Visualization of the simple robot specification

In this example, the ball will remain on the floor constantly, since there are no
actions changing this property. But how do we know this? We should explicitly
state that properties do not change over time unless they are changed by an
action, but if this has to be enumerated for every property this will result in a
huge number of axioms! Thus, the frame problem is not so much the problem
of specifying non-change, it is mostly that of doing this as concisely as possible.
The frame problem introduced the need for non-monotonic logics, and these
logics were difficult to evaluate. Without a systematic and formal evaluation of
6
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formalisms for reasoning about action and changes, researchers had to rely on
their intuition and even if no flaw had been found, one could never be entirely
sure that the formalism in question was always correct.
This changed when Sandewall wrote the book Features and Fluents (Sandewall,
1994), in which he developed a formal framework for assessing the correctness (soundness and completeness) of a logic for reasoning about action and
change. The Features and Fluents framework provides a way of formally describing reasoning problems, which are then called scenario descriptions or narratives.
Sandewall defined the exact conclusions that a logic should be able to produce
from a reasoning problem. For this, a set of preferential entailment methods
were developed. Preferential entailment is a non-monotonic logic based on selecting only models that are considered the most plausible. The plausibility of
models is expressed by an ordering among models called a preference relation,
hence the name preference entailment. Many of these preferential entailment
methods corresponded directly to the behavior of existing logics for reasoning
about action and change.
One of the most successful preferential entailment methods, PMON, was used
as the basis for Temporal Action Logics. It has been translated to an equivalent first-order logic which uses two languages for representing and reasoning
about narrative (Doherty, 1994; Doherty and łukaszewicz, 1994). The surface
language uses a high-level macro notation for specifying a narrative and is
called L(ND), Language for Narrative Descriptions. This language is then automatically translated into a first-order language L(FL) in the operational mode.
After a number of extension this led to TAL-C, which is the latest stable kernel of the TAL family. We refer the reader to (Karlsson and Gustafsson, 1999;
Doherty et al., 1998) for a more detailed description of the logic and to (Doherty, 1994; Doherty and łukaszewicz, 1994; Gustafsson and Doherty, 1996) for
further background information and descriptions of earlier logics in the TAL
family.
We will now first introduce the basic concepts of TAL briefly,1 after which we
will explain the surface language L(ND) and the resulting first-order language
L(FL) in more detail. We then will discuss the operational model, the translation from L(ND) to L(FL), and the circumscription policies that are being used
to minimize change. Finally, we will formally define a reasoning problem for
TAL.

2.2

B ASIC C ONCEPTS
When using TAL, we assume there is an agent interested in reasoning about a
specific, formally defined, world. It is assumed that this world is dynamic, in
the sense that various properties or features of the world can change over time.
Each feature has a fluent function associated with it that represents the different
values that the feature has at each time state. We sometimes use the terms
1 A more detailed description of the basic concepts can be found in Doherty and Kvarnstrom
(2008)

7

2. TEMPORAL ACTION LOGICS
”feature” and ”fluent” interchangeably to refer to either a specific property of
the world or the function specifying its value over time.
The TAL framework uses an order-sorted language, meaning that objects are of
a certain sort and that sorts can have subsorts. In the case of Example 2.1.1 it is
convenient to specify two sorts, Robot and Object. In general, having multiple
sorts and subsorts does not lead to an increase of expressivity, but it can be
more efficient when reasoning. This is certainly the case when quantifying over
objects: It is of course more efficient to limit the number of objects to quantify
over to a certain sort or even subsort, then to simply quantify over all objects.
TAL uses linear time structures, as opposed to branching time structures. Research within the TAL framework has been focused on discrete non-negative
integer time structures, and such a structure will be used in this document as
well. A logical model in TAL is a sequence of states indexed by time, where
each state contains a value for each feature in the vocabulary at the time point
associated with the state.
Usually there is a set of actions that the agent can perform. Such actions can
only be performed when the required preconditions are satisfied. Actions are of
course not necessarily deterministic. Non-deterministic actions can introduce
multiple models, so the tossing of a coin will lead to two models, one in which
the result is heads and one in which it is tails.
Whether a fluent may change value or not in a transition from one time point
to another is specified by occluding or marking that fluent as being given the
possibility of changing value. If a fluent is occluded then it is allowed to change
value. Occluding fluents is the first step in a solution to the frame problem; By
subsequently circumscribing occlusion, change is minimized and fluents that
are not occluded will be persistent (i.e. their value persists from one time point
to the next). We will explain circumscription in more detail in Section 2.6.
Before we turn to the syntax of TAL, it is worthwhile to discuss how
Example 2.1.1 is formalized and what the resulting model looks like. The narrative contains three fluents which have a boolean value: Holding(Robot, Object)
is true when Robot is holding Object, Nextto(Robot, Object) is true when Robot
is located next to Object, and Onfloor(Object) is true when Object is located on
the floor. There are three actions: Pickup(Robot, Object), Drop(Robot, Object)
and Goto(Robot, Object), which all speak for themselves. We assume that the
three actions occur consecutively, and that the duration of each action is one
time point. Thus, at time point 0 rob picks up vase, after which he walks to
ball at time point 1 and drops vase at time point 2. Figure 2.2 shows the evolution of the features in this narrative over time.
Narratives in TAL are specified in the macro-language L(ND), which allows
the user to write narratives in a concise manner. This language is automatically translated into a first-order logic L(FL) in the operational mode. Because
L(FL) is a first-order logic, it can be used to reason with efficiently. The rest of
this chapter is organized as follows: We will discuss both L(ND) and L(FL) in
more detail, after which we explain the operational mode (the translation from
L(ND) to L(FL)). Next, we discuss the circumscription policy used in TAL,
which is part of the operational mode and serves as a solution to the frame
problem. Finally, we define different reasoning problems for TAL more preci-
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holding(rob,vase)
holding(rob,ball)
nextto(rob,vase)
nextto(rob,ball)
onfloor(vase)
onfloor(ball)

time 0
false
false
true
false
true
true

time 1
true
false
true
false
false
true

time 2
true
false
true
true
false
true

time 3
false
false
true
true
true
true

time 4
false
false
true
true
true
true

Figure 2.2: The possible values of the features of Example 2.1.1, where rob picks up vase
in the interval [0,1], walk to the ball in [1,2] and drops the vase in [2,3].

sely.

2.3

T HE TAL S URFACE L ANGUAGE L(ND)
A narrative specification in L(ND) can contain a total of six different types of
formulas. We will simply enumerate them here and not go into their syntactical
details. For this, we refer the reader to Doherty and Kvarnstrom (2008).
• Persistence statements (labeled per) specify how the fluent its value
changes from the previous time point when it is not affected by an action.
It can be either normally persistent (retaining its previous value), durational (reverting to a default value), or dynamic (varying freely). Fluents
that have no persistence statement specified (as with all fluents in the
example above), are assumed to be persistent.
• Domain constraints (label dom) characterize acausal information which is
always true in the world that is modeled. They represent knowledge
about dependencies between fluents which are simply known to always
hold.
• Action specification formulas (labeled acs) provide generic definitions of
actions types, possibly containing pre-and postconditions for the actions.
• Dependency constraints (labeled dep) characterize causal dependencies
among fluents. These can be used to represent changes in the world that
are triggered by conditions rather than actions. The most common use
for this is to represent side-effects of actions.
• Observation statements (labeled obs) are assertion of fluent values that are
known to be true at a certain point in time.
• Action occurrence statements (labeled acs) specify the occurrence of an action that is specified by an actions specification formula by supplying a
time interval in which the action takes place.
To make sure that fluents will not be persistent when they are changed by an
action, the reassignment macros are used. There are three different reassignment
macros: X, R and I. They can all be used with a temporal interval, for example,
R((t1 , t2 ] α), or a single time point, for example I([t] α). Each of these operators
has the effect of releasing the features occurring in α from persistence during
the given interval or at the given timepoint. The most common reassignment
macro is R, and it is the only one that we will consider in this work. The R
9
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operator ensures that α will hold at the final time point in the interval. During
the rest of the interval, the features occurring in α are allowed to vary freely.
Some of the macros, formula types and statement classes are shown in
Example 2.3.1, which is the TAL specification in L(ND) of Example 2.1.1. Note
that the connective
will translate to an implication in the operational mode;
It is simply the syntax that L(ND) uses to denote an action specification formula.
Remark. In all that follows we assume that free variables that occur in formulas
are implicitly universally quantified, unless stated otherwise.
Example 2.3.1 (Simple robot specification, continued). The narrative specification of the example above in the macro language L(ND) is:
acs1

[t1 , t2 ] pickup(r, o)
[t1 ] ∀o1 [¬holding(r, o1 )] ∧ nextto(r, o) →
R([t2 ] holding(r, o) ∧ ¬onfloor(o))

acs2

[t1 , t2 ] walk(r, o)

acs3

[t1 , t2 ] drop(r, o)

R([t2 ] nextto(r, o)) ∧ ∀o1 [o 6= o1 → R([t2 ] ¬nextto(r, o1 ))]
[t1 ] holding(r, o) → R([t2 ] ¬holding(r, o) ∧ onfloor(o))
obs1 [0] nextto(rob, vase) ∧ ¬nextto(rob, ball)
obs2 [0] ∀z ¬holding(rob, z)
obs3 [0] onfloor(vase) ∧ onfloor(ball)

2.4

occ1

[0, 1] pickup(rob, vase)

occ2

[1, 2] walk(rob, ball)

occ3

[3, 4] drop(rob, vase)

T HE TAL B ASE L ANGUAGE L(FL)
The base language L(FL) uses the predicates Holds : T ×F ×V, Occlude : T ×F,
and Occurs : T × T × A, where T is the temporal sort, F is the supersort of all
fluents, and V is the supersort of all values. The Holds predicate determines
the value of a fluent at a time point. It is generated from assertions of fluent values in the macro language, for example, [0] nextto(rob, vase) is translated into
Holds(0, nextto(rob, vase), true). The Occlude predicate expresses that a fluent
is exempt from persistence at a certain time point, and is generated from the
reassignment operators in the macro language. If a narrative does not contain
specific persistence statements, then the general persistence axiom is as follows:
¬Occlude(t + 1, f ) → Holds(t, f, v) ≡ Holds(t + 1, f, v)

(2.1)

That is, if a fluent f is not occluded at a time point t greater than zero, then
its value at that time point will be the same as the one at the previous time
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point. Finally, the Occurs predicate is generated from the action specification
formulas and expresses the occurrence of an action.
We now provide a concise way of representing narratives in L(FL) that we will
use in this work.
Definition 1 (TAL theory (Doherty, 2012)). A TAL theory is an action theory
in terms of a narrative Γ using the first-order temporal language L(FL) and
consists of:
Γ = Γobs ∧ Γocc ∧ Γacs ∧ Γdep ∧ Γdom ∧ Γper ∧ Γf nd ,
representing respectively the observations Γobs , the action occurrence formulas
Γocc , the action specification formulas Γacs , the dependency constraints Γdep ,
the domain constraints Γdom , the persistence statements Γpre and the foundational axioms Γf nd .

2.5

T RANSLATION FROM L(ND) TO L(FL)
In order to reason about a narrative that is specified in L(ND), it is first mechanically translated into an order-sorted first-order language with equality and
integer linear arithmetic to represent time points (Figure 2.3). A circumscription policy is applied to the theory (see next section), foundational axioms are
added, and quantifier elimination techniques are used to reduce the resulting
second order theory to first-order logic.

Figure 2.3: The operational mode, standard tal (left) and the new syntax (right)

The translation from L(ND) formulas into L(FL) is achieved by using a function
named T rans. We will not discuss this function here, but illustrate the idea by
providing the resulting theory of our continued example.
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Example 2.5.1 (Simple robot specification, continued). After going through the
operational mode, the resulting theory in L(FL) is:
acs1

Occurs(t1 , t2 , pickup(r, o)) →
∀o1 [¬Holds(t1 , holding(r, o1 ), true)] ∧ Holds(t1 , nextto(r, o), true) →
Occlude(t2 , holding(r, o)) ∧ Occlude(t2 , onfloor(o))∧
Holds(t2 , holding(r, o), true) ∧ ¬Holds(t2 , onfloor(o), true)

acs2

Occurs(t1 , t2 , walk(r, o)) →
Occlude(t2 , nextto(r, o)) ∧ ∀o1 [o 6= o1 → Occlude(t2 , nextto(r, o1 ))]∧
Holds(t2 , nextto(r, o), true) ∧ ∀o1 [o 6= o1 → ¬Holds(t2 , nextto(r, o1 ), true)]

acs3

Occurs(t1 , t2 , drop(r, o)) → Holds(t1 , holding(r, o), true) →
Occlude(t2 , holding(r, o)) ∧ Occlude(t2 , onfloor(o))∧
¬Holds(t2 , holding(r, o), true) ∧ Holds(t2 , onfloor(o), true)

2.6

obs1

Holds(0, nextto(rob, vase), true) ∧ ¬Holds(0, nextto(rob, ball), true)

obs2

∀z ¬Holds(0, holding(rob, z), true)

obs3

Holds(0, onfloor(vase), true) ∧ Holds(0, onfloor(ball), true)

occ1

Occurs(0, 1, pickup(rob, vase))

occ2

Occurs(1, 2, walk(rob, ball))

occ3

Occurs(3, 4, drop(rob, vase))

C IRCUMSCRIPTION P OLICY
The theory that results from the translation of L(ND) to L(FL) is still underconstrained. Although the conditions when a fluent is allowed to change value
are specified, that is, it is asserted when a fluent is occluded, this does not mean
that these are the only reasons that a fluent can change value. This is what circumscription will be used for; it ”jumps to the conclusion” that the reasons for
a fluent to change value are all the reasons. We use a special form of circumscription (Mccarthy, 1987) called filtered circumscription (Doherty, 1994). The
same technique is applied to action occurrences, to make sure that no actions
occur other than the ones specified in the narrative. Because a restricted version circumscription can be reduced to predicate completion (Reiter, 1982), this
language will be a first-order theory. We will shortly show how this works.
By definition, only positive occurrences of Occurs predicates are allowed in
Γocc . Each such atomic formula can be put in the logically equivalent form
∀t1 ,t2 ,a (t1 = ut ∧t2 = u0t ∧a0 = a(u)) → Occurs(t1 , t2 , a0 ). Denote such a formula
by ∀t1 ,t2 ,a0 Ψi → Occurs(t1 , t2 , a0 ) where Ψi = (t1 = u ∧ t2 = u0t ∧ a0 = a(u)).
Then the conjunction of ground atomic formulas can be put in the following
form: ∀t1 ,t2 ,a0 (Ψ1 ∨ Ψ2 ∨ ... ∨ Ψn ) → Occurs(t1 , t2 , a0 ). Denote this formula by
∀t1 ,t2 ,a Υ → Occurs(t1 , t2 , a). By proposition 18.2 in Doherty and Kvarnstrom
(2008), in this case circumscription is equivalent to predicate completion, i.e.
CIRC(Γocc ; Occurs) is equivalent to:
∀t1 ,t2 ,a Υ ≡ Occurs(t1 , t2 , a).
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(2.2)

2.7 REASONING PROBLEMS IN TAL
Circumscribing Occlude works in a similar way. The predicate Occlude occurs
only in the postcondition of dependency constraints and actions specification
formulas. Each member of Γacs and Γdep can be transformed syntactically into
the logically equivalent form ∀t,f Γi (t, f ) → Occlude(t, f ). Again, by proposition 18.2 in Doherty and Kvarnstrom (2008), CIRC(Γacs ∧ Γacs ; Occlude) is
equivalent to:
∀t,f [

k
_

Γi (t, f )] ≡ Occludes(t, f )

(2.3)

i=1

Finally, the foundational axioms are added to the theory. These axioms specify
the temporal structure used in a narrative, the unique names axioms (these state
that different ground terms denote different domain objects), domain closure
axioms (these specify that the only objects belonging to a sort are those that
have names) and the unique values axioms.
TAL contains two unique values axioms: One that states that a fluent can only
assume at most one value at a time, and one that states that a fluent must
assume at least one value at a time. The results of these two is that each fluent
assumes exactly one value at each time point. Formally, these axioms have the
following form:
∀t,f ∃v Holds(t, f, v)
∀t,f,v1 ,v2 [v1 6= v2 ⊃ ¬(Holds(t, f, v1 ) ∧ Holds(t, f, v2 ))]
Example 2.6.1 (Simple robot specification, continued). The circumscription of
the Occurs predicate in the action occurrences (occ) above is equivalent to the
following first-order formula:
Occurs(t1 , t2 , a) ↔(t1 = 0 ∧ t2 = 1 ∧ a = pickup(rob, vase))∨
(t1 = 1 ∧ t2 = 2 ∧ a = walk(rob, ball))∨
(t1 = 2 ∧ t2 = 3 ∧ a = drop(rob, vase))
The circumscription of the Occlude predicate in the action specifications (acs)
above is equivalent to the following set of first-order formulas:
Occlude(t, holding(rob, o)) ↔
o = vase ∧ ∀o1 [¬Holds(0, holding(r, o1 ), true)]∧
Holds(0, nextto(r, o), true) ∧ 1 ≤ t ≤ 2
Occlude(t, nextto(rob, o)) ↔ o = ball ∧ t = 2
Occlude(t, onf loor(o)) ↔
o = vase ∧ (t = 1 ∧ ∀o1 [¬Holds(0, holding(rob, o1 ), true)]∧
Holds(0, nextto(rob, o), true) ∨ t = 3 ∧ Holds(2, holding(rob, o), true)

2.7

R EASONING P ROBLEMS IN TAL
Because this work explores the possibility of implementing TAL into different
theorem provers, it is important to be precise about the sort of theorem proving
13
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that we are going to perform. The usual way to reason about action and change
is to distinguish between different reasoning tasks, and analyze each task individually. We will follow this tradition when testing the efficiency of solving
TAL problems. We distinguish between three standard reasoning problems requiring reasoning about action and change (Kim, 1995): prediction, postdiction
and planning. The last problem is substantially different from the first two problems, and we will therefore not discuss it in this work. For more information
on planning in TAL and details on TALplanner, the award-winning planner
that has been written for TAL, we refer to (Kvarnström, 2005).
Both prediction and postdiction are problems of deciding whether some formula can be entailed from a theory. We name this formula the goal state, or
proof goal, and denote it with G. Although using a goal state is one possible way
of stating problems for a narrative, it is certainly not the only one. One could
imagine a situation in which it is desirable to simply enumerate all possible
satisfying models of a theory, without having a goal state. Another possibility (applicable to planning) is to produce only one possible model. These two
options are for example implemented in Java, resulting in VITAL2 .
The reason why we will make use of a goal state when theorem proving is that
prediction and postdiction are naturally defined using one. It can also be seen
as the most straightforward approach to theorem proving (that is, to prove that
a theorem, or goal state, holds or does not hold). Finally, it is in line with the
way that both logic programming and SMT solvers are normally used.
Definition 2 (Reasoning problem). Suppose some TAL narrative Γ and some
proof goal G. The reasoning problem that we will consider in this work for both
prediction and postdiction is to determine if Γ |= G.

2.7.1

T HE PREDICTION PROBLEM
With the prediction problem we mean that, given a narrative Γ, we want to
know if some formula holds after the actions of the scenario are executed. More
specifically: given a narrative Γ, a goal state G(t) and a time point t0 , such
that no observation, or starting point of an action in Γ occurs at a time point
< t0 and t0 ≤ t. The prediction problem is to show whether Γ |= G(t). For
readability we will from now on always assume that t0 = 0, that is, the starting
point of the prediction process is the initial state (Bjäreland et al., 1997).

2.7.2

T HE POSTDICTION PROBLEM
The postdiction problem is: given a sequence of actions performed, current
observations at some time point t that complement previous states, determine
whether a goal state G(t0 ) can be entailed from the theory, such that t0 < t.
Simply stated: we want to obtain some facts about an earlier point in time
given some facts about a later point in time (Bjäreland et al., 1997).

2 VITAL is an on-line system for reasoning about action and change using TAL (1997-2006),
developed by Jonas Kvarnström.
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rd Chapter

L OGIC P ROGRAMMING
B ACKGROUND

This chapter provides an introduction into logic programming by discussing Horn clause logic with negation as failure. After this we will consider
the most wel-known semantics for negation as failure: Clark’s completion.
We discuss Clark’s theorem, which states that for each definitional theory
there exists a logic program that is sound for this theory. We end with a
transformation algorithm that transforms a definitional theory into a logic
program. This will be the starting point for the next chapter, where we will
attempt to implement TAL theories into a logic program.

3.1
3.1.1

L OGICAL F OUNDATIONS OF P ROLOG
L OGIC PROGRAMMING SYNTAX
An atom, which logicians call an atomic formula, is an expression of the form
R(t1 , ..., tn ), where R is a relation symbol and t1 , ..., tn are terms that are built
up from constant symbols and variables, using function symbols. Furthermore,
we allow true and false as atoms. A literal is an atom, or the negation of an
atom. These are also called positive and negative literals. A literal is ground if it
contains no variables (Fitting, 2000).
The simplest of logic programming syntaxes is that of Horn clauses, which is a
part of first-order theory. In fact, the programming language Prolog is based on
Horn clause logic. The reason for this is that Horn clause theory can be read in
a natural way as a set of instructions to a computer; following the instructions,
the computer finds a proof from the Horn Clause theory (Kowalski, 1979). A
Horn clause theory is a set of sentences of the form A ∨ ¬B1 ∨ ... ∨ ¬Bn , which
is usually written as A ← B1 , ..., Bn , and also called Horn rules. In this, A is
the head of the Horn clause, and B1 , ..., Bn is the body. If the head is of the form
R(t1 , ..., tn ), the Horn clause is said to be about the relation symbol R. The Horn
clause ← B1 , ..., Bn is identified with false ← B1 , ..., Bn and A ← is identified
with A ← true, also called a Horn fact (Hodges, 1993).
A central property of Horn clauses that explains why they are both useful and
well-behaved is that Horn clauses are about building up sets inductively. Star17
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ting from Horn facts, the Horn rules tell us what other facts can be collected
from the theory, depending on what we have already derived. We can illustrate
this with an example.
Example 3.1.1 (Traveling database). Consider a Horn theory that stores information on how to travel between towns in the Netherlands and Sweden, where
one is able to travel between two different towns if there are connected by bus
or by plane.
reachable(x, x)
reach by plane(Utrecht, Stockholm)
reach by bus(Stockholm, Linköping)
reachable(x, y) ← reachable(y, x))

(3.1)

reachable(x, z) ← reachable(x, y) ∧ reach by plane(y, z)
reachable(x, z) ← reachable(x, y) ∧ reach by bus(y, z)
To derive facts from this theory the inductive set is built up
and
from
the
Horn
facts,
reach by plane(Utrecht, Stockholm)
reach by bus(Stockholm, Linkoping), using the Horn rules to produce
new facts. This results in the following set:

reach by plane(Utrecht, Stockholm).
reachable(Utrecht, Utrecht).
reachable(Linköping, Linköping).
reachable(Stockholm, Utrecht).
reachable(Linköping, Stockholm).
reachable(Linköping, Utrecht).

reach by bus(Stockholm, Linköping).
reachable(Stockholm, Stockholm).
reachable(Utrecht, Stockholm).
reachable(Stockholm, Linköping).
reachable(Utrecht, Linköping).
(3.2)

This set is a unique smallest set of atomic facts which have to be true in order
for the Horn clause theory to be true. It thus consists of exactly the atomic
sentences that are logically provable from the theory.
A logic program is a finite set of program clauses. Think of its members as joined
conjunctively. Because Prolog uses (non-classical) negation (see next section),
we also allowed negative literals into the programs:
Definition 3 (Program clause). A program clause is an expression of the form
A ← L1 , ..., Ln .
where L1 , ..., Ln are literals and A is an atom. The body of a general program
clause can be empty.
A logic program is a finite set of program clauses (Fitting, 2000). We will use the
logic programming language Prolog for our work, which replaces the implication with :-, uses capital letters for variables and adds a point ”.” to every
statement. It thus uses the following notation for program clauses:
A :- L1, L2, ..., Ln.
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Example 3.1.2 (Traveling database, continued). The Prolog logic program for
the Horn clause theory above is:
reachable(X,X).
reach_by_plane(utrecht,stockholm).
reach_by_bus(stockholm,linkoping).
reachable(X,Y) :- reachable(Y,X)).
reachable(X,Z) :- reachable(X,Y), reach_by_plane(Y,Z).
reachable(X,Z) :- reachable(X,Y), reach_by_bus(Y,Z).
A normal goal is a conjunction of literals.

3.1.2

N EGATION AS FAILURE (NF)
Remark. We use for negation the symbol ∼ instead of ¬ to denote that we are
using negation as failure.
Horn clause logic programming generally does not use classical negation, but
negation as failure. This means exactly what it says: if some fact cannot be derived from the theory (i.e. it fails), then we assume that the negation of this fact
can be derived from the theory (i.e. it succeeds). The main reason for using negation as failure is that it is often simply very convenient because it is a natural
solution to many applications. Consider the situation in Example 3.1.1. For the
designer of such a program system it makes no sense to explicitly enumerate
all routes cannot be reached by train or by bus, i.e. to explicitly assert facts
such as ¬reach by bus(Utrecht, Stockholm). In fact, the designer would prefer
to only enumerate all routes that are possible, i.e. state only facts that are true,
and assume that everything else is false.
We can explain the working of negation as failure by a simple example: suppose that A is a ground atom in a logic program P , then the following two
statements are true.

the goal ∼ A succeeds if A fails

(3.3)

the goal ∼ A fails if A succeeds.
This is clearly not the same as classical negation: the fact that A fails from P
(i.e. A does not generally hold in P ) does not mean that you can prove ¬A from
P . but as we have seen, it is possible to derive ∼ A. Suppose a logic program
P:
a ←∼ b.
b cannot be derived from P so, using negation as failure, a can be derived,
but a is not a logical consequence of P if we were to interpret the negation as
classical negation. From this it already becomes apparent that when changing
from classical negation to negation as failure, the resulting program is possibly not equivalent to the original theory. In fact, the previous example shows
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that negation as failure is unsound for P , because we derive information using
negation as failure which is not true in P (Shepherdson, 1998).
The question is now: can we find a logical theory that negation as failure is
correct for, or stated otherwise, how do we define the semantics of negation as
failure?

3.1.3

C OMPLETION AS SEMANTICS FOR NEGATION AS FAILURE
The most widely applicable and most used semantics for negation as failure
was given by Clark (1977). This is usually called the (Clark) completion,
comp(P ), of the original program P . The idea of this result is that we use the
’implied iff’: we simply replace all the implications of the Horn clauses with
equivalences. Intuitively, doing this seems to make sense because when using
negation as failure one often intends to exclude everything that is not specifically asserted to the program. Therefore, comp(P ) is regarded by many logic
programmers as the appropriate declarative semantics for Prolog programs,
i.e. as the meaning they had in mind when they wrote down the program P .
The basic result of Clark is that negation as failure is sound for comp(P ) for
both success and failure. This means that if negation as failure succeeds on a
sentence, then this sentence is logically entailed by the completion of P , and if
it fails on a sentence, then its negation is logically entailed by comp(P ).
Because of the syntactical form of Horn clauses, comp(P ) will be a definitional
theory.
Definition 4 (Definitions and Definitional Theories). A first-order theory is a
definition iff it has the syntactic form
(∀x1 , ..., xn ).P (x1 , ..., xn ) ≡ φ.
Where P is an n-ary predicate symbol other than equality, and φ is a first-order
formula with free variables among x1 , ..., xn . Sometimes we call this sentence
a definition of P . A set of axioms is definitional iff its axioms consist of one definition for each predicate symbol, except for equality. The if-half of the above
definition of P is the sentence (∀x1 , ..., xn ).P (x1 , ..., xn ) ⊃ φ.
Theorem 1 (Clark’s Theorem (Reiter, 2001)). Suppose T is a set of definitions for all
predicate symbols except for equality in some first-order language with finitely many
predicate symbols, together with the following equality axioms:
1. For every pair of distinct function symbols f and g of the language (including
constant symbols): f (x) 6= g(y).
2. For every n-ary function symbol of the language:
f (y1 , ..., yn ) ⊃ x1 = y1 ∧ ... ∧ xn = yn .

f (x1 , ..., xn )

=

3. For every term t[x] (other than x itself) that mentions the variable x : t[x] 6= x.
Suppose that P is a Prolog program obtained from the definitions of T by writing the
if-halves of all the definitions of T as Prolog clauses. Suppose further that G is a normal
goal then,
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1. Whenever a proper Prolog interpreter succeeds on the goal G with answer substituion θ, then T |= (∀)Gθ. Here, (∀)Gθ denotes the result of universally
quantifying all the free variables (if any) of Gθ.
2. Whenever a proper Prolog interpreter returns failure on the goal G, then T |=
(∀)¬G where the quantification is over all free variables mentioned in G.
The three conditions of this theorem all have to do with the fact that when
completing the theory, equality is introduced. This means that it is necessary
to provide axioms for these. The first two conditions are simply the unique
names axioms for the function symbols: they define that two function terms are
equal if and only if both their function names and arguments are equal. The
last condition is a more technical details that has to do with the ”occurs” check
of Prolog’s unification algorithm, which we will not go into here. Let us now
apply this theorem to our running example.
Example 3.1.3 (Traveling database, continued). By using the fact that,
A ← B1
A ← C1 , C2 ,
is equivalent to A ← B1 ∨ C1 , C2 , we can transform the logic program above
into the equivalent program P :
reach by plane(utrecht, stockholm)
reach by bus(stockholm, linkoping)
reachable(x, y) ←
(x = y) ∨ reachable(y, x)∨
reachable(x, y), (reach by plane(y, z) ∨ reach by bus(y, z))
The completion of P , comp(P ) is:
reach by plane(x, y) ↔ x = utrecht, y = stockholm
reach by bus(x, y) ↔ x = stockholm, y = linkoping
reachable(x, y) ↔
(x = y) ∨ reachable(y, x)∨
reachable(x, y), (reach by plane(y, z) ∨ reach by bus(y, z))
Any answer that is returned by the Prolog interpreter, using negation as failure, from the the Prolog program given in Example 3.1.2, is guaranteed to be
entailed by the definitional theory given in Example 3.1.3 too.

3.2
3.2.1

I MPLEMENTING T HEORIES INTO P ROLOG
L LOYD -T OPOR TRANSFORMATIONS
Although Clark’s theorem assumes that a Prolog program P can be obtained
from the theory T by writing the if-halves, it does not give any details on how
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this is done. Because Prolog only uses disjunctions and conjunctions as connectives, we will need to find a way to translate the other connectives (implication,
bi-implication and quantifiers) into a form that is amendable for a Prolog interpreter. The same can be said for the normal goals.
The Lloyd-Topor transformations (Lloyd and Topor, 1984; Lloyd, 1987) is a set
of derivation rules for systematically transforming if-halves of definitions of
the syntactic form W → A into a syntactic form suitable for implementation as
Prolog clauses. Here, A must be an atomic formula, but W may be an arbitrary
first-order formula, possibly involving quantifiers, in which case we require
that the quantified variables of W be different from one another, and from any
of the free variables mentioned in W . Originally, the Lloyd-Topor transformations introduce auxiliary predicates when transforming negated existential
quantifiers and disjunctions, but Reiter (2001) mentions that these predicates
are only introduced to simplify the results of Lloyd-Topor, and shows that this
can omitted using a process called unfolding. The output of these revised transformations is a single Prolog executable formula lt(W ) → A, without introducing
new predicates and clauses. Here, lt(W ) is a formula Reiter defines inductively
on the syntactic structure of W . It is defined as follows:
1. If W is a literal: lt(W ) = W .
2. lt(W1 ∧ W2 ) = lt(W1 ) ∧ lt(W2 ).
3. lt(W1 ∨ W2 ) = lt(W1 ) ∨ lt(W2 ).
4. lt(W1 → W2 ) = lt(¬W1 ∨ W2 ).
5. lt(W1 ≡ W2 ) = lt((W1 → W2 ) ∧ (W2 → W1 )).
6. lt((∀x )W ) = lt(¬(∃x )¬W ).
7. lt((∃x )W ) = lt(W ).
8. lt(¬¬W ) = lt(W ).
9. lt(¬(W1 ∧ W2 )) = lt(¬W1 ) ∧ lt(¬W2 ).
10. lt(¬(W1 ∨ W2 )) = lt(¬W1 ) ∨ lt(¬W2 ).
11. lt(¬(W1 → W2 )) = lt(¬(¬W1 ∨ W2 )).
12. lt(¬(W1 ≡ W2 )) = lt(¬(W1 → W2 ) ∧ ¬(W2 → W1 ))).
13. lt(¬(∀x )W ) = lt((∃x )¬W ).
14. lt(¬(∃x )W ) = ¬lt(W ).
Example 3.2.1 (Theory about relationships). Suppose we have the following
first-order definitional theory:
man(x) ≡ x = marc ∨ x = jesse ∨ x = frank
woman(x) ≡ x = marleen ∨ x = claire ∨ x = danielle
cook(x) ≡ x = claire ∧ x = danielle
husband(x, y) ≡ x = marc ∧ y = claire ∨ x = frank ∧ y = marleen
happy man(x) ≡ man(x) ∧ (cook(x) ∨ ∃y [husband(x, y) ∧ cook(y)]
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After applying the Lloyd-Topor transformations we can write the if-halves of
these definitions as follows:
man(marc), man(jesse), man(frank),
woman(marleen), woman(claire), woman(danielle),
cook(claire), cook(danielle),
husband(marc, claire), husband(frank, marleen),
man(x) ∧ (cook(x) ∨ husband(x, y) ∧ cook(y) → happym an(x)
This gives the following logic program:
man(marc). man(jesse). man(frank).
woman(marleen). woman(claire). woman(danielle).
cook(claire). cook(danielle).
husband(marc, claire). husband(frank, marleen).
happy_man(X) :- man(X), (cook(X); husband(X,Y), cook(Y)).

3.2.2

L IMITATIONS
The perceptive reader will have noticed that Clark’s theorem is not applicable
to any Prolog interpreter, but only to proper Prolog interpreters. Such an interpreter is one that evaluates a negative literal not A, using negation as failure,
and moreover, does so only when (at the time of evaluation) the atom A is ground.
When A is not ground, the interpreter may suspend its evaluation, working on
other literals until A does become ground, or it may abort its computation. Either way, it never tries to fail on non-ground atoms, because this can result in
unsound behavior (Reiter, 2001). We will discuss this in more detail now, and
show that even proper interpreters have their limitation. We conclude by defining a class of Horn clause theories for which non-ground atoms will never be
evaluated, which means that negation as failure remains sound for comp(P ).
Negation as failure is formalized as the SLDNF-resolution of Lloyd (1987). We
will not discuss here how this resolution works exactly, but one important restriction of it is that it is impossible to deal with non-ground negative literals
correctly. Consider for example the query p(x). If SLDNF-resolution can find
some possible substitution for x then the query will succeed, so this query is logically equivalent to ∃x p(x). Similarly, a query ∼ p(x) is equivalent to ∃x ¬p(x).
It is of course possible that both of these are true, so it would be unsound to
fail the query ∃x ¬p(x) just because ∃x p(x) succeeds. But this contradicts with
the definition of negation as failure (see Equation 3.3). Consider for example
the program
p(a)
q(b)

(3.4)

The query p(x) should succeed because p(a) succeeds. On the other hand,
∼ p(x) should also succeed because ∼ p(b) succeeds. When SLDNF-resolution
reaches such a goal it flounders, which means that it is unable to proceed. This
situation is a source of incompleteness in SLDNF-resolution (Shepherdson,
1998).
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Most Prolog implementations allow the use of negation as failure on nonground negative literals, or even on more general goals. This means that they
do try to fail this goal, which may lead to an unsound result. This would mean
that whenever there is a risk of floundering in a Prolog program, it is no longer
guarenteed to be sound.
Although some Prolog implementations such as Eclipse1 claim to be proper, i.e.
they have a sound negation operator, it can be shown that this operator does
not always work correctly as well. Reconsider the program in (3.4), as said,
the query ?− ∼ p(x) should not return anything (i.e. the program should not
terminate), but the result of Eclipse is:
[eclipse 1]: ~ p(X).
X = X

Delayed goals:
~ p(X)
Yes
[eclipse 2]:
It seems that the ”sound” operator in Eclipse will only postpose the execution
of the goal p(X) until X is instantiated. If it is not instantiated, it will return
with ”Yes”, leaving the goal uninstantiated. Although one could come up with
arguments why Eclipse does this (for example: negative unground literals will
be set to true until they are instantiated, and if they are not instantiated this
result is simply returned), it is clear that having a possibility of floundering
will lead to problems in the implementation. Therefore we enumerate several
well-known classes of programs that are known to be complete, meaning that
they will not cause problems with floundering (Shepherdson, 1998).
• Allowed programs. A query is said to be allowed if every variable which occurs in it occurs in a positive literal of it; a program clause A ← L1 , ..., Ln
is allowed if every variable which occurs in it occurs in a positive literal
of its body L1 , ..., Ln and a program is allowed if all of its clauses are allowed. It is easy to show that if the program and the query are both allowed
then the query cannot flounder, because the variables occurring in negative literals are eventually grounded by the positive literals containing
them.
Allowedness is a very strong restriction which excluded many common Prolog construct. Consider for example the general definition of
member(X, L), which decides whether the first argument X is a member
of the list L:
member(X,[X|L]).
member(X,[Y|L]) :- member(X,L).
1 Eclipse
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can be downloaded from: http://sourceforge.net/projects/eclipse-clp/
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Both clauses are not allowed. The first clause is not allowed because the
body is empty and the head contains variables, and the second clause
contains a variable Y in the head which does not occur in the body.
• Definite programs. A program is definite if none of the clauses contain
negative literals. The only negative literals involved are those occurring
in the query, and NF is only used once on each of these. There is no nested
use of NF.
• Hierarchical programs. These are free of recursion: the predicate symbols
can be assigned to levels so that the predicate symbols occurring in the
body of a clause are of lower levels than that occurring in the head.
• Semi-strict (or call-consistent) programs have no predicate symbol that depends negatively on itself in the way the p does in the program p ← ¬p,
or similarly via any number of intermediate clauses and predicate symbols, e.g. p ← ¬q, q ← p. This class of programs includes the stratified
programs, which is a somewhat relaxed version of this class.

3.3

T HE DEF 2P A LGORITHM
The contents of the previous section can be summarized into a single algorithm
that translates a definitional theory to a Prolog program such that the program
is sound for the theory. We call this the def2P algorithm (DEFinition 2 Prolog
algorithm).
Definition 5 (def2P algorithm). Suppose some definitional theory T . The def2P
algorithm translates T to a Prolog program P such that the Prolog resolution
algorithm for P is complete for the theory T , and consists of the following
steps:
1.
2.
3.
4.

3.4

T is augmented with Clark’s Equality Axioms (see Def. 1), obtaining T 0 ,
0
T 0 is translated into Lloyd-Topor Normal Form, obtaining Tnorm
,
0
The if-halves of the definitions of Tnorm form the Prolog program P ,
If P falls in the class of allowed, definite, hierarchical or semi-strict programs,
return P . Else, return false.

C ONCLUSION
We have discussed the background of logic programming, and showed that
if we want to implement a logical theory into logic programming, then it is a
good idea to put this theory into definitional form. This is exactly what we will
attempt to do in the next chapter. We will see if it is possible to translate TAL
into a definitional theory, and then apply the def2P algorithm so that we can
obtain a logic program that is sound for this theory.
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th Chapter

L OGIC P ROGRAMMING
FOR TAL

This chapter will provide definitions for all the predicates that occur in a
TAL narrative and shows in this way that a constrained version of TAL
can be put in definitional form, which can then be input to the def2P
algorithm that was defined in the previous chapter. We furthermore show
that when this constrained version of TAL is generalized any further, a
translation to a Prolog program is no longer possible.

4.1

A D EFINITIONAL T HEORY FOR TAL
We constrain TAL to integer and positive time, relational and inertial fluents,
complete initial state and deterministic, single-step and non-overlapping actions. Moreover, we omit symbolic constants, dependency constraints and domain constraints. Finally we assume a consistent narrative specification. Call
this constrained formalism TALM.
Definition 6 (TALM theory). A TALM theory is a constrained TAL theory
Γ = Γobs ∧ Γocc ∧ Γacs ∧ Γper ∧ Γf nd of the form:
Γobs
Γocc
Γacs
Γper
Γf nd

Holds(t, f, v)
for t ∈ N, fluent f and value v ∈ {true, false}
Occurs(t, t + 1, a)
for t ∈ N and action a
Occurs(t, t + 1, a) → Φ(t, t + 1)
¬Occlude(t + 1, f ) → Holds(t + 1, f, v) ≡ Holds(t, f, v)
UNA, CWA, Unique values axioms

A TALM theory is constrained to relational fluents, which mean that a
fluent f is either true or false. Recall from Section 2.6 that one of the
unique values axioms is: ∀t,f ∃v [Holds(t, f, v)]. Because f is either true or
false, this simplifies to ∀t,f [Holds(t, f, true) ∨ Holds(t, f, f alse)]. Therefore, if
¬Holds(t, f, true) holds it follows that Holds(t, f, f alse) should hold, similarly
for ¬Holds(t, f, f alse) and Holds(t, f, true). We use this observation to transform negated Holds predicates in the narrative to unnegated one, and make
sure that we will only use unnegated predicates when we perform a query.
For example, an assertion of the form ¬Holds(0, onf loor(vase), true) will be
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translated to Holds(0, onf loor(vase), f alse). This is a requirement when we
provide a definition for the Holds predicate, because that definition is not allowed to be negated (see Definition 4). Moreover, this will ensure that the Holds
predicate will not occur negated, which reduces the risk of floundering (see
Section 3.2.2).
We will now attempt to obtain a definitional theory for our restricted narrative.
In the case of a TAL narrative, this means that we require a definition for the
three predicates: Occurs, Occlude and Holds.
Occurs
The definition of Occurs follows directly from the circumscription of the narrative, which reduces to predicate completion (see Section 2.6). The definition
of Occurs is Equation (2.2).
Occlude
The definition of Occlude follows directly from predicate completion as well,
given in Equation (2.3).
Holds
We will attempt to derive the definition of the Holds predicate in a constructive
manner, using case distinctions. First, we state a theorem regarding the observations. This theorem allows us to simplify the definition of Holds, because it
states that observations at t > 0 can be removed from the narrative.
Theorem 2 (Redundant observations at t > 0). Observations that occur at t > 0
in TALM can be inferred from actions and can thus be removed from the narrative.
Proof. Let Γ be some narrative specification in TALM. Let Γ0 be the narrative Γ
with all observations at t > 0 removed. We have to show that Γ and Γ0 have the
same models, i.e. Γ ⇔ Γ0 . The truth value of Occurs and Occlude is equivalent
for both narratives, because these predicates do not occur in the observations.
This means that it suffices to show that Γ |= Holds(t, f, v) ⇔ Γ0 |= Holds(t, f, v)
for any time point t, fluent f and valuation v.
”⇒”: Suppose for some time point t, fluent f and valuation v ∈ {true, false}
we have that Γ |= Holds(t, f, v). We have to show that Γ0 |= Holds(t, f, v).
Suppose that Holds(t, f, v) is not an observation, it follows now directly that
Γ0 |= Holds(t, f, v), because the only difference between Γ and Γ0 are observations. Suppose to the contrary that Holds(t, f, v) is an observation. Now,
if there is no action specification that implies Holds(t, f, v), then this observation follows from the persistence statement as well, otherwise it will be contradicting with it and the narrative is inconsistent. Therefore, the observation is
redundant. On the other hand, if there is an action specification formula that
implies Holds(t, f, v), then since the action specification formulas are unchanged in Γ0 , it follows that Γ0 |= Holds(t, f, v).
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”⇐”: Follows directly from the fact that Γ0 is a subset of Γ, meaning that everything that is valid in Γ0 will be valid in Γ.
We will obtain a definition for the Holds predicate using case distinction. Suppose some time point t, fluent f and value v.
• Suppose t = 0. The only formulas that can assign a value to the Holds
predicate at t = 0 are observations, because at time point 0 no actions
can occur since an action has a minimal duration of 1 and a minimal
starting time of 0. Moreover, all fluents are assigned a value trough the
observations because TALM has a complete initial state. So, given that
t = 0,
#
" n
_
(4.1)
∀f,v
f = Pi (ui ) ∧ v = vi ≡ Holds(t, f, v).
i=1

• Suppose t > 0. We introduce a second case distinction on Occlude:
– Suppose ¬Occlude(t, f ). Using the persistence statement (see Definition (6)) we obtain ∀v Holds(t, f, v) ≡ Holds(t − 1, f, v). So, given
that t > 0 and ¬Occlude(t, f ),
Holds(t − 1, f, v) ≡ Holds(t, f, v)

(4.2)

– Suppose Occlude(t, f ). Using the definition of Occlude we obtain
Γi (t, f ). Because actions are deterministic and non-overlapping,
there will be a unique action specification formula that is now true
and implies a single Holds statement for the fluent f . Using this
we obtain Holds(t, f, v). This means that, given that t > 0 and
Occlude(t, f ),
(Γi (t, f ) ∧ v = vi ) ≡ Holds(t, f, v)

(4.3)

We now state the completeness theorem, which completes the definition of
Holds:
Theorem 3 (Completeness axiom). Formulas (4.1), (4.2) and (4.3) provide necessary and sufficient conditions for the predicate Holds:
"
t=0∧

k
_

#
f = Pj (ui ) ∧ v = vi ∨

i=1

t > 0 ∧ (¬Occlude(t, f ) ∧ Holds(t − 1, f, v)∨
Occlude(t, f ) ∧ Γi (t, f ) ∧ v = vi )
≡ Holds(t, f, v)

(4.4)

Proof. Formulas (4.1), (4.2) and (4.3) are the only formulas that imply Holds in
a TALM narrative. We obtain the definition directly by putting these formulas
in a disjunction and adding the conditions for each case.
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Example 4.1.1. Consider the following TALM narrative in L(ND):
acs1

[t1 , t2 ] shoot(r, o)
[t1 ] alive → R([t2 ] ¬alive)

obs1

[0] alive

occ1

[0, 1] shoot)

This results in the following narrative in L(FL) after going through the operational mode
Holds(0, alive, true)
Occurs(0, 1, shoot)
Occurs(t1 , t2 , shoot) → Holds(t1 , alive, true) → Holds(t2 , alive, false)
This can then be translated into the following definitional theory
Occurs(t1 , t2 , a) ≡t1 = 0 ∧ t2 = 1 ∧ a = shoot
Occlude(t, alive) ≡Holds(0, alive, true) ∧ t = 1
Holds(t, alive, v) ≡t = 0 ∧ v = true∨
t > 0 ∧ (¬Occlude(t, alive) ∧ Holds(t − 1, alive, v)∨
Occlude(t, alive) ∧ Occurs(0, 1, shoot)∧
Holds(0, alive, true) ∧ t = 1 ∧ v = f alse)

4.2

THE DEF 2P ALGORITHM FOR

TAL

Now that TAL has been transformed into a definitional theory, we are able to
input a TALM narrative into the def2P algorithm, which was given in Definition 5. We will now discuss the steps of this algorithm for this case.
step 1 The equality axioms that are defined by Clark are implemented into
Prolog, which means that these are for free when we use Prolog.
step 2 The Lloyd-Topor transformations were discussed in Section 3.3. Since
the theory is now in definitional form, these transformations are straightforward and can be performed directly.
step 3 Follows directly.
step 4 The definitional theory that we obtain of TALM falls in the class of allowed programs, which is proved in the next lemma.
Theorem 4 (Allowed program). Suppose some TALM narrative Γ, which is turned
into a definitional theory by using the equivalences of the previous section. Let P be
the program that is obtained from this theory by applying Clark’s Theorem. P falls
into the class of allowed programs. That is, every variable that occurs in a rule in P
occurs in a positive literal of the body of the rule.
Proof. We have to show that each program clause in P is an allowed program
clause. Each clauses corresponds to a predicate of the theory, which means
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that we will have to consider Occurs, Occlude, and Holds. By definition, all literals occurring in the definition of Occurs are positive (see Section 2.6). This is
the same for the definition of Occlude predicate, because the only literals that
occur in this definition are Holds literals, and we have shown in Section 4.1
that each negated Holds predicate can be translated into an equivalent positive one, using the equivalences Holds(t, f, true) ≡ ¬Holds(t, f, false) and
¬Holds(t, f, true) ≡ Holds(t, f, false). Finally, there occurs one negation in the
definition of the Holds predicate, which is in the scope of the Occlude predicate
(see Theorem 3):
...
t > 0 ∧ ¬Occlude(t, f ) ∧ Holds(t − 1, f, v)
...

The variables occurring in the negative literal are t and f , which both occur
positively in the Holds predicate that directly follows it. Therefore, Holds is an
allowed clause too, because all variables occurring in a negative literal occur in
a positive literal in the body.

Remark. Restricting the program to the class of allowed programs also puts
a restriction on the query that is being executed. The query should also be
allowed, which means that each variable that occurs in a negative literal should
also occur in at least one positive literal in the query.
The work of the previous sections will be illustrated with several examples in
the next section.

4.3

I LLUSTRATIVE E XAMPLES
Although the following examples demonstrate how the translation from TALM
to a Prolog program is done, we invite the reader to experiment with this him/herself by downloading the application that was developed along with this
thesis called TALTranslator. This application can perform the transformation
automatically, given that the narrative falls in the class of TALM narratives,
and contains a graphical user interface that is relatively easy to use. For more
information on this application, we refer to Appendix A.
Example 4.3.1 (Simple robot specification, continued). We repeat a part of the
circumscribed narrative of the running example in the previous chapter, which
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falls in the TALM class. For an explanation of this example, see Example 2.1.1.
Occurs(t1 , t2 , pickup(r, o)) →
∀o1 [Holds(t1 , holding(r, o1 ), f alse)] ∧ Holds(t1 , nextto(r, o), true) →
Occlude(t2 , holding(r, o)) ∧ Occlude(t2 , onfloor(o))∧
Holds(t2 , holding(r, o), true) ∧ Holds(t2 , onfloor(o), f alse)
Occurs(t1 , t2 , drop(r, o)) → Holds(t1 , holding(r, o), true) →
Occlude(t2 , holding(r, o)) ∧ Occlude(t2 , onfloor(o))∧
Holds(t2 , holding(r, o), f alse) ∧ Holds(t2 , onfloor(o), true)
Holds(0, nextto(rob, vase), true) ∧ Holds(0, nextto(rob, ball), f alse)
∀z Holds(0, holding(rob, z), f alse)
Holds(0, onfloor(vase), true) ∧ Holds(0, onfloor(ball), true)
Occurs(t1 , t2 , a) ↔ (t1 = 0 ∧ t2 = 1 ∧ a = pickup(rob, vase))∨
(t1 = 2 ∧ t2 = 3 ∧ a = drop(rob, vase))
Occlude(t, onf loor(o)) ↔
o = vase ∧ (t = 1 ∧ ∀o1 [Holds(0, holding(rob, o1 ), f alse)]∧
Holds(0, nextto(rob, o), true) ∨ t = 3 ∧ Holds(2, holding(rob, o), true)
In order to apply the def2P algorithm, we will first have to obtain a definitional
theory from this narrative. The definition of Holds as given in Theorem 3 can
be obtained by following the case distinction that was given when constructing
the theorem. Just as with Occlude, the most readable way to obtain the definitions is to consider each fluent separately. We will discuss the definition of the
Holds predicate for the fluent onfloor.
First, assume that t = 0.
Holds(0, onf loor(o), v) ↔
o = vase ∧ v = true ∨
o = ball ∧ v = true
Now, assume that t > 0. If the fluent is not occluded we can simply use the persistence statement. If the fluent is occluded we are able to derive a unique value
for the fluent as follows: first locate the completed occlusion formula for the
fluent. If it contains disjunctions (as in the case of onfloor), consider each disjunct separately. Each of them will, together with the definition of Occurs and
the action specification formulas, imply a unique value for the fluent, which is
then together with the disjunct used as the definition. In the case of onfloor,
this leads to:
Holds(t, onf loor(o), v) ↔ t > 0∧
o = vase ∧ (t = 1 ∧ ∀o1 [Holds(0, holding(rob, o1 ), f alse)]∧
Holds(0, nextto(rob, o), true) ∧ v = false∨
t = 3 ∧ Holds(2, holding(rob, o), true) ∧ v = true)
Thus, the complete definition of the Holds predicate for the fluent onfloor is
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(slightly simplified for readability):
Holds(t, onf loor(o), v) ↔
t = 0 ∧ v = true∨
t > 0∧
(o = vase ∧ (t = 1 ∧ ∀o1 [Holds(0, holding(rob, o1 ), f alse)]∧
Holds(0, nextto(rob, o), true) ∧ v = false∨
t = 3 ∧ Holds(2, holding(rob, o), true) ∧ v = true)∨
¬Occlude(t, onfloor(o)) ∧ Holds(t − 1, onfloor(o), v))
Now that we have obtained a definitional theory, we can input it into the def2P
algorithm. Since Prolog provides the equality axioms (step 1), we can directly
apply the Lloyd-Topor transformations, resulting into the following Prolog
code for the fluent onfloor(o) (note that Prolog uses ”;” for disjunction):
holds(T,onfloor(O),V) :T=0, V=true ;
T>0, ( O=vase, T=1, holds(0, holding(rob,O1),false),
holds(0,nextto(rob,O),true), v=false;
t=3, holds(2, holding(rob,O), true), v=true);
not occlude(T, onfloor(O)), T2 = T-1, holds(T2, onfloor(O),V) ).

The rest of the narrative can be translated in exactly the same way.
Example 4.3.2 (Stanford Murdering Mystery, modified). We consider a modified version of the Stanford Murdering Mystery (Baker, 1989), in which the
status of the gun is initially known. It has the following specification:
acs1

[t1 , t2 ] shoot
[t1 ] alive ∧ loaded → R([t2 ] ¬alive ∧ ¬loaded)

obs1

[0] alive ∧ loaded

occ1

[0, 1] shoot

This results in the following definitional theory:
Occurs(t1 , t2 , a) ≡t1 = 0 ∧ t2 = 1 ∧ a = shoot
Occlude(t, alive) ≡Holds(0, loaded, true) ∧ Holds(0, alive, true) ∧ t = 1
Holds(t, alive, v) ≡t = 0 ∧ v = true∨
t > 0 ∧ (¬Occlude(t, f ) ∧ Holds(t − 1, f, v)∨
Occlude(t, f ) ∧ Holds(0, alive, true) ∧ Holds(0, loaded, true) ∧ t = 1)
Which is translated into the following Prolog program:
occurs(0,1,shoot).
occlude(T,alive) :- holds(0,loaded,true), holds(0,alive,true), T = 1.
holds(T,alive,V) :- T = 0, V = true ;
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T > 0, (not occlude(T,alive), T2 = T-1, holds(T2,alive,V) ;
occlude(T,alive), holds(0,alive,true),
holds(0,loaded,true), T=1, V=false).
holds(T,loaded,V) :- T = 0, V = true ;
T > 0, (not occlude(T,loaded), T2 = T-1, holds(T2,loaded,V) ;
occlude(T,loaded), holds(0,alive,true),
holds(0,loaded,true), T=1, V=false).

4.4

R ELAXING THE C ONSTRAINTS
In the previous section we have introduced a severly restricted version of TAL,
which we coined TALM. Although our goal for TALM succeeded – we were
able to obtain a definitional theory – our interest lies in less restricted versions,
because they contain most of the expressive power of Temporal Action Logics.
In this section we will discuss to what extent the constraints on TALM can be
relaxed. We discuss non-deterministic actions, concurrent actions, actions with
duration and an incomplete initial state. Almost all the restrictions that we will
discuss (except for concurrent actions) have one property in common: relaxing
each of them will result in a non-deterministic narrative. This means essentially that a narrative can have multiple interpretations. The unique values
axiom is crucial when discussing non-deterministic narratives, because it rules
out inconsistent narratives. We will show that it is not possible to encode the
unique values axiom into a definitional theory, making it essentially impossible
to relax those constraints.
Throughout this section we will make use of several examples that all use the
same vocabulary, which we will introduce now.
Example 4.4.1 (Broken Vase Scenario, Vocabulary). Consider a world with
two objects vase1 and vase2. There are two fluents that express properties
of the objects: being broken (broken(vase)) and whether the object is held
(holding(vase)). There are two types of action drop(vase) and glue(vase).
The duration and effect of the actions, as well as which of the objects, fluents
and actions occur in the narrative may vary for each example.
Remark. When describing models, we will denote b(vase) and ¬b(vase)
to abbreviate respectively broken(vase) and ¬broken(vase) for some vase ∈
{vase1, vase2}. Similarly, we denote h(vase) and ¬h(vase) to abbreviate
holding(vase) and ¬holding(vase).
Recall from Section 2.6 that the unique values axioms state that each fluent can
have exactly one value at each time point. These axioms were the following:
∀t,f ∃v Holds(t, f, v)

(4.5)

∀t,f,v1 ,v2 [v1 6= v2 ⊃ ¬(Holds(t, f, v1 ) ∧ Holds(t, f, v2 ))]

(4.6)

In the previous section we did not explicitly encode these axioms into the definitional theory, because each narrative in TALM is fully deterministics: it will
have a unique model in which each fluent has exactly one value. We prove this
intuition in the following theorem.
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Theorem 5 (Unique Model). Each TALM narrative Γ has a unique model m in
which each fluent has exactly one value per time point.
Proof. We show that for each narrative Γ in TALM, the interpretations of the
predicates Holds, Occlude and Occurs are unique. Because these are the only
predicates occurring in the narrative, it follows directly that the narrative has
a unique model. Suppose some narrative Γ,
• For Occurs: The interpretation of Occurs is determined only by the action
occurrences. This interpretation is unique because the assignments of the
action occurrences are non-deterministic and non-overlapping.
• For Occlude: Similar to Occurs.
• For Holds: suppose some fluent f . We use the case distinction we have
used when constructing a definition of Holds (see Section 4.1), because
the proof follows from it easily:
– Suppose t = 0. Because of the constraint of a complete initial state
and a consistent narrative, there is exactly one interpretation s.t.
Γobs |= Holds(0, f, v) for some v ∈ {true, f alse}.
– Suppose t > 0.
∗ Suppose Occlude(t, f ). Because there are single-step and no
concurrent actions , there will be exactly one interpretation s.t.
Γacs |= Occurs(t − 1, t, a) for some a, which means that, because
of deterministic actions, there is exactly one interpretation s.t.
Γacs |= Holds(t, f, v) for some v ∈ {true, false}.
∗ Suppose ¬Occlude(t, f ). It follows directly from the persistence
axiom that the fluent f will have a unique value that is identical
to the value at t−1. It cannot be assigned a value using an action
occurrence formula that is different from the value it is assigned
through the persistence statement because this would lead to an
inconsistent narrative.

4.4.1

N ON - DETERMINISTIC ACTIONS
Actions that are non-deterministic have an uncertain outcome. For example,
rolling a dice is a non-deterministic action (for the entity rolling the dice, at
least), or dropping a vase can have a non-deterministic outcomes: it either
breaks or not. The following example models this in TALM.
Example 4.4.2 (Non-deterministic broken vase scenario).
obs1

[0] vase(vase1) ∧ ¬broken(vase1)

occ1

[0, 1] drop(vase1)

acs1

[t1 , t2 ] drop(x)
[t1 ] ¬broken(x) → R([t2 ]broken(x) ∨ ¬broken(x))
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Non-deterministic actions specify actions with non-deterministic effects which
are, as might be clear from the example, represented through the use of disjunction or existential quantification in the post-condition of an action specification.
This has a a result that Theorem 5 does no longer hold in general. Table 4.1
shows the possible models of the example narrative.
t
0
1
2
..

M1
¬b(vase1)
¬b(vase1)
¬b(vase1)
...

M2
¬b(vase1)
b(vase1)
b(vase1)
...

Table 4.1: Models for the non-deterministic narrative

The question we want to answer is: can we express such a non-deterministic
narrative in a definitional theory? The answer is, unfortunately, no.
In a non-deterministic narrative such as Example 4.4.2, the unique values
axiom prevents the existence of a model in which a fluent has two values at
the same time point (in the case of the example: the vase will not be both broken and unbroken). This means that it is necessary to encode this axiom into
the definitional theory as well, which will prevent an inconsistent narrative.
We will now attempt to do this. Observe that Equation 4.6 is equivalent to,
v1 6= v2 → ¬Holds(t, f, v1 ) ∨ ¬Holds(t, f, v2 ),
But it is in general not possible to bring such a formula to definitional form. To
obtain a definition of a predicate P , we require a set of formulas of the form,
(Φ1 → P ) ∧ ... ∧ (Φi → P ),
Which then can be combined to,
Φ1 ∨ ... ∨ Φi → P.
Unfortunately the unique values axiom does not provide us with such a
construction, and we can also not transform it to one. This means that we
can not hope to express the unique values axiom if we want maintain a transformation to an equivalent definitional theory. Therefore, we generally cannot
allow non-deterministic actions in TALM, because it will possibly lead to an
inconsistent model in which a fluent has two values at one time point.

4.4.2

M ULTI - STEP ACTIONS
Removing the constraint of one-step actions creates a possibility for nondeterminism as well. Consider the following example.
Example 4.4.3 (Multi-step broken vase scenario).
obs1 [0] vase(vase1) ∧ ¬broken(vase1)
occ1

[0, 2] drop(vase1)

acs1

[t1 , t2 ] drop(x)
[t1 ] ¬broken(x) → R([t2 ]broken(x))
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The models of this example are given in Table 4.2.
t
0
1
2
..

M1
¬b(vase1)
¬b(vase1)
b(vase1)
...

M2
¬b(vase1)
b(vase1)
b(vase1)
...

Table 4.2

Although there are no non-deterministic actions, time point 1 – the time point
at which an action occurs but is not finished – certainly has a form of nondeterminism. In the case of the example, the produced models correspond
well to our intuition (one does not know when exactly the action takes effect
if it has duration), but there are situations in which using multi-step actions
can lead to counter-intuitive models. We will take a side-step and discuss this
shortly. Suppose that we replace the action occurrence formula (occ1) of the
previous example with:
occ1

[0, 3] drop(vase1)

Now we obtain the following models:
t
0
1
2
3
..

M1
¬b(vase1)
b(vase1)
b(vase1)
b(vase1)
...

M2
¬b(vase1)
¬b(vase1)
b(vase1)
b(vase1)
...

M3
¬b(vase1)
¬b(vase1)
¬b(vase1)
b(vase1)
...

M4
¬b(vase1)
b(vase1)
¬b(vase1)
b(vase1)
...

Table 4.3

Although models M1 − M3 seem plausible, model M4 is somewhat counterintuitive. At first the vase is not broken, then it breaks, then it is healed again
and finally it is broken. Of course, we should not depend too much on the
properties of ”being broken”, but generally speaking it seems strange that the
post-condition of an action is made false during the execution of the same
action. Although it corresponds to the intuition that ”anything can happen”
when executing an action, my personal intuition is that this is a slight overkill
and that it would be just as intuitive to only consider models in which there is
only one ”breakpoint” that makes the post-condition of the action specification
formula become true. The benefit of this is that it would reduce the number of
models, which is interesting from a computational perspective.
Putting this remark aside, we continue the discussion of translating a narrative
with multi-step actions to a definitional theory. Predictably, it turns out that a
translation is impossible.
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By the same reasoning as with non-deterministic actions, we can conclude that
the required unique values axiom cannot be put in definitional form. This
means that the model in which the object is both broken and unbroken is valid,
which makes the narrative inconsistent. Therefore, multi-step actions can generally not be translated into a definitional theory, because a consistent narrative can no longer be guaranteed. We will now discuss a possibility to simplify
such narratives, and in this way possibly leaving out this non-determinism,
which was proposed by Hallin (2010).
Simplifying narratives with multi-step actions
Our intention is to translate a narrative with multi-step actions and multiple
models into one with a unique model, so that it will no longer be necessary
to encode the unique values axiom. This implies that the states (time points)
in which the value of a fluent is unsure should be removed. The concept of
significant time points introduced for TAL by Hallin (2010) is related to this idea.
Hallin simplifies a TAL theory to a T ALSM T theory, which only contains observations, action occurrences, action specification formulas, domain constraints
and a general persistence statement.
Definition 7 (Significant time point Hallin (2010)). The clock time points c of
a T ALSM T theory Γ are all integer time points [c1 , ..., cn ] occurring in Γ. A
significant time point s is the index of clock time c[s] in c.
Intuitively, a significant time point (STP) is where actions start or end, or
observations take place. A significant time point transformation (STPT) will
construct a new theory by only considering the STPs. Hallin provides the following example narrative:
obs1

[0] location(agent) = livingroom

occ1

[3, 8] move(agent, outdoors)

acs1

[t1 , t2 ] move(a, l)

∧

R((t1 , t2 ] location(a) = l)

∧

Remark. The symbol = denotes fluent equality. For example, after the opera∧
tional mode, [0] f1 = v0 is translated to Holds(0, f1 , v0 ).
This example contains the clock time points: c = [0, 3, 8], and it thus contains
the STPs: s = [0, 1, 2]. Performing the STPT on the narrative will change the
action occurrence formula to [1, 2] move(agent, outdoors).
Definition 8 (Significant time point transformation (STPT) Hallin (2010)). Let
Γ be a T ALSM T theory and m be any Γ-structure. By the significant time point
transformation (STPT) we mean, constructing Γ0 from Γ by replacing any clock
time point c[s] by its index s, and constructing m0 from m by removing all states
t in c[s] < t < c[s + 1] for which Holds(t − 1, f, v) ↔ Holds(t, f, v) for all f, v.
Although this method might be somewhat over-effective to solve the problem
of actions with duration – we do not require to remove time points where all
fluents are persistent and no actions occur, because these time points do not
38

4.4 RELAXING THE CONSTRAINTS
create multiple models – it might still be interesting to apply it, also from a
computational perspective. Unfortunately, the proofs provided by Hallin are
incorrect. First observe that according to the definition of STPT, only the time
points in which all fluents are persistent should be removed, but the example
that is given seems to imply that also the time points where an action occurs
should be removed. More importantly however, the author attempts to prove
equivalence between a T ALSM T theory and its STPT, mostly by relying on the
following lemma:
Lemma 1. For any T ALSM T theory Γ,
CIRC(Γacs ; Occlude) ∧ CIRC(Γocc ; Occurs) ∧ Γobs ∧ Γdom |= Occlude(t, f )
iff t is a clock time point.
It is relatively straightforward to see that this lemma does not hold in general.
We give two counterexamples:
• Suppose t = 0, and suppose Γobs |= Holds(0, f, v) for some fluent f and
value v. From Definition 7 it follows that 0 is a STP, but Occlude(0, f )
does not follow from the theory because Occlude can only hold at t > 0.
This contradicts the lemma.
• Suppose we have Γocc |= Occurs(ut , ut1 , a) such that ut1 −ut > 1 for some
action a, i.e. a is a multi-step action. Using the action occlusion formula
we can infer Occlude(ut2 , f ) for all ut < ut2 ≤ ut1 and some fluent f that
occurs in the post-condition. Suppose now that the fluent is not observed
at ut + 1, i.e. Γobs 6|= Holds(ut + 1, f, v) for any v. Since ut + 1 does not
occur explicitely in Γ it is not an STP, but we have just derived that it is
occluded. This contradicts the lemma.
Although it might be possible to continue along this path by modifying the
proofs, we will not attempt this. In fact, we will show that it is not useful
to attempt this, since there are cases in which it is still necessary to encode the
unique values axioms after applying the STPT’s. The following example shows
this.
Example 4.4.4 (Non-redundant observations vase scenario).
obs1

[0] vase(vase1) ∧ ¬broken(vase1)

obs2

[0] holding(vase1) ∧ [1] ¬holding(vase1)

occ1

[0, 2] drop(vase1)

acs1

[t1 , t2 ] drop(o)
[t1 ]¬broken(o) ∧ holding(o) →
R((t1 , t2 ]broken(o) ∧ ¬holding(o))

In this example, the fluent broken will be occluded at time point 1 (because it
occurs in R operator), but this time point cannot be removed from the narrative
because an observation occurs. This means that in order to prevent broken to
have two values at the time point, it is necessary to encode the unique values
axiom, and we know that this is not possible.
39

4. LOGIC PROGRAMMING FOR TAL
Therefore we conclude that it is not possible to encode multi-step actions in
TALM while preserving the possibility to input the theory into the def2P algorithm and obtain a valid Prolog program.

4.4.3

I NCOMPLETE INITIAL STATE
Removing the constraint of a complete initial state creates a possibility for nondeterminism as well. Consider the following example.
Example 4.4.5 (Incomplete initial state broken vase scenario).
obs1

[0] vase(vase1)

occ1

[0, 2] drop(vase1)

acs1

[t1 , t2 ] drop(x)
[t1 ] ¬broken(x) → R([t2 ] broken(x))

There are two models in this narrative: one in which the vase1 is initially broken and one in which this is not the case. By exactly the same reasoning as with
non-deterministic actions and actions with duration, we can conclude that it is
in general not possible to implement this into a definitional theory.

4.4.4

C ONCURRENT ACTIONS
Much work in reasoning about action and change has been done under the assumption that there is a single agent performing sequences of non-overlapping
actions (this is for example the case in the Situation Calculus). The use of explicit time points in TAL enables the specification of narratives where action execution intervals are partly or completely overlapping, whether those actions
are performed by a single agent or by multiple agents.
Independent concurrent actions
Extending TALM with independent concurrent actions involving disjoint sets
of features is unproblematic. This is illustrated in the following example.
Example 4.4.6 (Vase scenario with concurrent actions).
obs1

[0] vase(vase1) ∧ ¬vase(vase2)

obs2

[0] broken(vase1) ∧ ¬broken(vase2)

occ1

[0, 1] drop(vase2)

occ2

[0, 1] glue(vase1)

acs1

[t1 , t2 ] drop(o)
[t1 ] ¬broken(o) → R([t2 ] broken(o))

acs2

[t1 , t2 ] glue(o)
[t1 ] broken(o) → R([t2 ] ¬broken(o))
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Since the effects of the actions do not infer with each other (i.e. two actions
change the same fluent at the same time), the expected effects will take place:
vase1 will no longer be broken at time point 1, and vase2 will be broken at 1.
Such concurrent actions will not introduce multiple models. We omit the proof
of this proposition because it is fairly trivial. The consequence of this is that the
unique value axioms can be omitted, which means that it is possible to extend
TALM with independent concurrent actions.
Interacting concurrent actions
Now consider the case where actions affecting the same fluents occur concurrently. For example, suppose vase2 is dropped while it is being glued. We
formalize this in TAL by removing occ2 and adding the following action occurrence:
occ2’ [0, 1] glue(vase2)
This has the result that both the actions end at time point 1. From occ1
and acs1 follows Holds(1, b(vase2), true), and from occ2’ and acs1 follows
Holds(1, b(vase2), false), which is equivalent to ¬Holds(1, b(vase2), true).
Both effects are asserted to be direct and indefeasible. Thus, the narrative becomes inconsistent, which is not allowed in TALM. This means that concurrent
actions that affect the value of the same fluent can never assign different values
to this fluent, because this would lead to an inconsistent narrative. Otherwise,
both actions assign the same value to the fluent. In either case, it is not necessary to add the unique values axioms to the theory because there are no
multiple models introduced. Again, the proof of this is trivial and is omitted.
We can conclude that concurrent actions are allowed as long they do not assign
different values to the same fluent at the same time. Or in other words: concurrent actions that assign different values to the same fluent are not allowed.

4.5

C ONCLUSION
In this chapter we have translated a constrained version of TAL into a definitional theory and in this way provided a sound translation to a logic program.
Although this is a positive result – it is to our knowledge the first time that TAL
is implemented into any theorem prover in a robust way – the theory TALM is
very much restricted.
We showed that TALM is deterministic: any TALM theory has a unique interpretation. This turned out to be a crucial element when making the translation
to a definitional theory, because when non-determinism is introduced it is necessary to add the unique values axioms to the theory to prevent inconsistent
narratives. It is not possible to translate the unique values axioms into a definitional form, which makes it impossible to extend TALM with any form of nondeterminism (i.e. narratives with multiple interpretations). This immediately
ruled out non-deterministic actions, actions with duration and an incomplete
initial state.
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This leads us to conclude that a definitional theory is too limiting for the expressiveness that TAL requires to be of any interest for action formalisms anno
2012. Although it would be possible to extend this by making use of so-called
constraint handling rules1 , we believe that this is not of much interest for two
reasons. Firstly, it will harm the robustness and simplicity of our approach. We
believe that the strength of our solution lies in the fact that it is rather elegant
and easy to understand. If we would add constraint handling rules, which are
often heuristics that do not have a strong logical foundation, we believe this
would do our solution harm. Secondly, we believe that in the current time
there exist solutions which are of more interest than logic programming. This
formalism was invented in the 1970s and is currently mostly interesting from
a theoretical perspective, but does not help us much if we want to perform
effective theorem proving for full-blown temporal action logics.
This is the main motivation why we will turn to SAT Module Theory (SMT)
solving in the next part. This field is being developed actively, also because it
has many interesting industrial applications. We will explore to what extent it
is beneficial to express temporal action logics as SMT problems, and whether
SMT solvers are able to perform effective theorem proving for these theories.

1 See
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Magnusson (2007) for an exploration of this idea.

Part II

SAT Modulo Theories
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th Chapter

SMT B ACKGROUND

Satisfiability Modulo Theories (SMT) problem is a decision problem for
logical first-order formulas with respect to combinations of background
theories such as: arithmetic, bit-vectors, arrays, and uninterpreted functions. Temporal Action Logic (TAL) combines the theories of arithmetic,
quantifiers and equality with uninterpreted functions. Therefore, SMT
seems to be a suitable means to encode decision problems in TAL in its full
generality. We introduce SAT solving and SMT solving, which are closely related. Moreover, we discuss SMT-LIB, the specification language
that most SMT solver use and provide an example encoding of a TAL narrative as an SMT problem.

5.1

I NTRODUCTION
The most well-known constraint satisfaction problem is propositional satisfiability, or SAT, aiming to decide whether a formula over Boolean variables, formed using logical connectives, can be made true by choosing true/false values
for its variables. A TAL theory is more naturally described with richer languages, using first-order logic (i.e. quantifiers (QTF) and equality with uninterpreted functions (EUF)) and linear integer arithmetic (LIA). This means that
supporting theories for these languages are required to capture the meaning of
the formulas. Solvers for such formulations are commonly called ”satisfiability
modulo theories” (SMT) solvers.
In the past decade, SMT solvers have attracted increased attention due to
technological advances and industrial applications. Modern SAT (Malik and
Zhang, 2009) procedures can check formulas with hundreds of thousands of
variables. Similar progress has been observed for SMT solvers for more commonly occurring theories, including such state-of-the art SMT solvers as Barcelogic (Bofill et al., 2008), CVC (Barnett et al., 2004; Barrett and Tinelli, 2007),
MathSAT (Bruttomesso et al., 2008), Yices (Dutertre and Moura, 2006), and Z3
(de Moura and Bjørner, 2008).
SMT solvers are used in many applications such as extended static checking,
predicate abstraction, test case generation, but to our knowledge there have
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been no serious attempts to encode action theories in general, and TAL theories in particular, into SMT. TAL has been formulated as a logic program in this
work (Chapter 3), but this translation was restricted to deterministic narratives
with relational fluents. Lee and Palla (2012) implemented TAL as an Answer
Set Program using the recently developed first order stable model semantics
(Ferraris et al., 2011). They combined this with F2LP (Formulas To Logic Programs), a tool they developed to translate so-called ”almost first-order formulas” into answer set programs. The advantage of this approach is that for this
class of first order formulas, circumscription coincides with the stable model
semantics, which means that the uncircumscribed theory can be fed to F2LP.
Moreover, they show that TAL can be implemented in its full generality using
the almost first order formulas.
The research group that has developed the Answer Set Programming approach
is a respectable group of people. In fact, one of the members (Professor Vladimir Lifschitz) has been involved in developing the formalism from the start.
Therefore, we recognize that it will be difficult to top this approach, but we
will nevertheless use it to compare our results with.
This chapter is organized as follows: We will start out by discussing the fundamentals of the SAT problem and the working of SAT solvers. We will then
explain what SMT is and how its corresponding solvers function. After discussing this background theory, we will give an example encoding of a TAL
narrative using the SMT-LIB language, the standard functional language used
to express SMT problems.

5.2

SAT: A P ROPOSITIONAL C ORE
Propositional logic is a special case of predicate logic in which formulas are
built from Boolean variables, called atoms, and composed using logical connectives (such as conjunctions, disjunctions, and negation). The satisfiability problem for propositional logic is known as an NP-complete problem (Cook, 1971)
and therefore in principle computationally intractable. Yet recent advances in
efficient propositional logic algorithms have shown promising results in practical applications (Malik and Zhang, 2009).
Most of the current SAT solvers are based on an approach called ”systematic
search”. The search space is a tree in which each vertex represents a Boolean
variable and the outer edges representing two valuations true and false for this
variables. Each path from the root to a leaf corresponds to a truth assignment
for all the variables. A model is a truth assignment that makes the formula
true. We also say the model satisfies the formula, or the formula is satisfiable.
To abbreviate this, we usually say that a formulas is SAT or UNSAT.
The standard way to prove that a propositional formula is valid is by running
a SAT solver on its negation. If the solver responds with UNSAT, there is no
counter-example for the negation of the formula, meaning that original formula
is valid, i.e. it is true for every valuation of the variables. We will apply this to
TAL at the end of this chapter.
Most search-based SAT solvers are based on the DPLL/David-Putnam46
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Logemann-Loveland algorithm (Davis et al., 1962). The DPLL algorithm
tries to build a model using three main operations: decide, propagate, and
backtrack. The algorithm uses formulas which are in conjunctive normal
form, or CNF. CNF formulas are simply conjunctions of disjunctions of literals. Recall that a literal is an atom or the negation of an atom; for example, the
formula p ∧ (¬q ∨ r) is in CNF. The operation decide chooses an unassigned
atom, assigns it to true or false, and is also called branching or case-splitting.
The operation propagate uses deduction rules to simplify the current formulas. The most widely used deduction rule is the unit-clause rule, which means
that if a clause has all but one literal assigned to false and the remaining literal
is unassigned, then the only way for the clause to evaluate to true is to assign
this literal to true.
Let C be the clause p ∨ ¬q ∨ ¬r and M the partial truth assignment {p →
false, r → true}, then the only way for C to evaluate to true is by assigning q
to false. Suppose we have some partial truth assignment M and some clause
C in the CNF formula, such that all literals of C are assigned to false in M ,
then there is no way to extend M to a complete model M 0 that satisfies the
given formula. We say this is a conflict, and C is a conflicting clause. A conflict
indicates some of the earlier decisions cannot lead to a truth assignment that
satisfies the given formula, and the DPLL procedure must backtrack and try
a different branch value. If this is not possible, the formulas is unsatisfiable;
that is, it does not have a model. Many significant improvements to this basic
algorithm have been proposed over the years, with the main ones being lemma
learning, non-chronological backtracking, and efficient indexing techniques for
applying the unit-clause rule and pre-processing techniques (Malik and Zhang,
2009).

5.3

SMT: I NTERFACING S OLVERS WITH SAT
SMT is a generalization of SAT in the sense that it studies methods for checking
the satisfiability of first-order formulas with respect to some logical theory T
of interest, rather than propositional formulas. It differs from general automated deduction in that specialized inference methods are used for each theory.
By being theory-specific and restricting their language to certain classes of formulas, these specialized methods can be implemented in solvers that are more
efficient in practice than general-purpose theorem provers.
While SMT techniques have been mostly used for software verification, they
are increasingly being applied in other areas of computer science such as planning, model checking and automated test generation. Typical theories of interest in these applications include arithmetic, arrays, bit vectors, algebraic datatypes, equality with uninterpreted functions, and various combinations of
these.
The key idea in SMT solving is to create an abstraction of the SMT formula
that maps the atoms into fresh Boolean variables, which are then sent to a SAT
solver. If the SAT procedure finds the abstract formula to be unsatisfiable, then
so, too, is the SMT formula. On the other hand, if the abstract formula is found
to be satisfiable, the theory solver is used to check the model produced by the
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SAT procedure. If this model is found to be unsatisfiable by the theory solver,
the negation of the model is turned into a SAT formula again and sent to the
SAT solver (De Moura and Bjørner, 2011). Similarly to a SAT solver, an SMT
solver can respond with SAT and UNSAT. We will illustrate the working of SMT
by an example, which is also visualized in Figure 5.1.
Example 5.3.1 (Communication between SMT solver and SAT solver). Assume
we are using a theory solver for equality with uninterpreted functions, and
suppose we have some theory T consisting of the following formula:
g(a) = c ∧ (f ((g(a)) 6= f (c) ∨ g(a) = d) ∧ c 6= d
This formula is translated into a propositional form p1 ∧ (¬p2 ∨ p3 ) ∧ ¬p4 ,
where the atoms g(a) = c, f ((g(a)) = f (c), g(a) = d and c = d are replaced
by the Boolean variables p1 , p2 , p3 and p4 , respectively. The new abstract formula is then processed by a regular SAT procedure. The SAT solver will try
to find a satisfying assignment for this formula and send it back to the SMT
solver. In the case of our example the SAT solver could find the assignment
{p1 → true, p2 → false, p4 → false} for the formula p1 ∧ (¬p2 ∨ p3 ) ∧ ¬p4 . The
SMT solver then translates this propositional assignment into the corresponding literals for its theory, in this case: {g(a) = c, f (g(a)) 6= f (c), c 6= d}. It runs
a theory solver for this problem and finds it to unsatisfiable in the theory T .
This means that the negation of this formula, g(a) 6= c ∨ f (g(a)) = f (c) ∨ c = d,
is valid in the theory T . This formula is then translated into its propositional
form again: ¬p1 ∨ p2 ∨ p4 . This so-called learned clause is then added it to the
initial propositional formulas, obtaining the new formula:
p1 ∧ (¬p2 ∨ p3 ) ∧ ¬p4 ∧ (¬p1 ∨ p2 ∨ p4 )
The SAT solver is executed again, taking the new formula as input, and now
returns the model {p1 , p3 , ¬p4 }. Again, this valuation is not satisfiable in theory
T , so the theory solver send the negation of this theory back to the SAT solver:
p1 ∧ (¬p2 ∨ p3 ) ∧ ¬p4 ∧ (¬p1 ∨ p2 ∨ p4 ) ∧ (¬p1 ∨ ¬p3 ∨ p4 )
Finally, the SAT solver finds the formula to be unsatisfiable, proving the original formula is also unsatisfiable.
This procedure is also know as the ”lazy offline” approach and there are many
refinements to this approach; one is to have a more refined communication
between the two procedures, where the theory solver is used to check partial
truth assignments being explored by the SAT solver (online integration). To
conclude, by creating an interface between a theory solver and a SAT solver,
each tool does what it is good at: the SAT solver takes care of Boolean information, while the theory solver takes care of theory information.

5.4

T HE SMT-LIB L ANGUAGE
The most common language used by SMT solver is the SMT-LIB language,
although not all SMT solver make use of it (for instance, Barcelogic (Bofill et al.,
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Theory Solver

SAT Solver

T
p1 ∧ (¬p2 ∨ p3 ) ∧ ¬p4
SAT
{p1 , ¬p2 , ¬p4 }
UNSAT
p1 ∧ ... ∧ (¬p1 ∨ p2 ∨ p4 )
SAT
{p1 , p3 , ¬p4 }
UNSAT
p1 ∧ ... ∧ (¬p1 ∨ ¬p3 ∨ p4 )
UNSAT
∅
UNSAT
UNSAT
Figure 5.1: Example 5.3.1: Communication between a SMT solver and a SAT solver

2008) has an own language). Originally, the SMT-LIB language was introduced
for benchmarks during SMT competitions, so it makes sense that we make us
of it as well for our benchmarks.
The SMT-LIB language has three main components: theory declarations, logic
declarations, and scripts. Its syntax is similar to that of the LISP programming
language. In fact, every expression in this version is a legal S-expression of
Common Lisp (Barrett et al., 2010).
The SMT-LIB language expresses logical problems in a many-sorted first-order
logic. Accordingly, each well-formed expression has a unique sort. The language provides syntax and commands for defining new sorts and for expressing the sort of new symbols. The pre-defined sort Bool is the sort of all Boolean propositional expressions. For example, the propositional connectives and
and or take arguments of sort Bool and have a result value of sort Bool; the
equality predicate (=) takes two arguments of the same (but arbitrary) sort and
has result value of sort Bool.
All input to and output from a solver that uses the SMT-LIB language is a sequences of one or more S-expressions. S-expressions have a particularly simple
form, making them easy to parse and process. An S-expression is either a token or a sequence of 0 or more S-expressions enclosed in a pair of left and right
parentheses. Some examples of S-expressions are:
abs
(+ 5 (* 2 3))
( )
(abc "d e f") (ghi ijk)

;
;
;
;

a single token
a nested S-expression
an empty S-expression
two successive S-expressions, each
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containing two tokens

The syntax is uniformly prefix in style. No infix notation is used, even
for conventional arithmetic operators. In SMT-LIB we write (+ 1 2), not
(1 + 2). Some theory-defined function symbols are defined to take two or
more arguments. These can be left associative (e.g. (or a b c) is equivalent to (or (or a b) c)), right associative ((=> a b c) is equivalent to
(=> a (=> b c))), chainable ((= a b c) equals (and (= a b) (= b c))), or
pairwise ((distinct a b c) equals (and (distinct a b) (distinct a c)
(distinct b c))).
SMT-LIB requires all identifiers to be declared before being used. New symbols
are introduced by the user in four commands: declare-sort, define-sort,
declare-fun and define-fun. Consider the following specification, and notice
that we use the (assert ...) command to add a formula to the theory.
(declare-const x Int)
(declare-const y Int)
(assert (= (+ x y) 10))
(assert (= (+ x (* 2 y)) 20))
(check-sat)
This defines a theory using both LIA and EUF. The theory contains two
constants x and y of sort Integer. Note that a constant is syntactic sugar for
a function without arguments, so the first line could have been replace with
(declare-fun x () Int). This theory contains two equalities: x + y = 10
and x + 2y = 20. The solver will respond with SAT, because the assignment
{x → 0, y → 10} will satisfy this model.
SMT-LIB comes with many additional commands to specify what the solver
should return, tactics for solving the problem and others. We will not cover
these in detail here, because it is not the scope of our work. Rather, we will
explain the commands throughout this document when we use them. For a
more detailed discussion on the SMT-LIB language, we refer to Cok (2012).

5.4.1

E XAMPLE IMPLEMENTATION : S TANFORD M URDER M YSTERY
We will now give an example of a classical action theory narrative, encoded in
SMT: the Stanford Murder Mystery (Baker, 1989). The TAL specification is as
follows:
obs1 [0] alive
obs2 [4] ¬alive
occ1

[2, 3] fire

acs1

[t1 , t2 ] fire
[t1 ] loaded → R([t2 ] ¬alive ∧ ¬loaded)
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After the narrative has been translated to a L(FL), the narrative looks as follows:
Holds(0, alive, true) ∧ ¬Holds(4, alive, true)
Occurs(t1 , t2 , a) ≡ (t1 = 2 ∧ t2 = 3 ∧ a = f ire)
Occurs(t1 , t2 , f ire) → Holds(t1 , loaded, true) →
¬Holds(t2 , alive, true) ∧ ¬Holds(t2 , loaded, true)∧
Occlude(t2 , alive) ∧ Occlude(t2 , loaded)
Occlude(t, alive) ≡ (Holds(2, loaded, true) ∧ t = 3)
Occlude(t, loaded) ≡ (Holds(2, loaded, true) ∧ t = 3)

This is a narrative with an incomplete initial state: although it is not specifically asserted, the narrative should entail that initially the fluent loaded is true,
because else the action occurrence does not entail that the fluent alive is false
and the observation at time point 4 is contradicting. We will encode this theory
in SMT-LIB and show that the complete initial state can be proved using an
SMT solver.
There are three sorts in this narrative: Fluent, Action and Boolean. Because
the boolean sort is pre-defined, it does not have to be encoded. The last argument of declare-sort denotes the number of parameters that the sort requires,
which is 0.
(declare-sort Fluent 0)
(declare-sort Action 0)
The TAL theory contains three predicates Holds, Occurs, and Occlude, which
are encoded as functions of sort Bool. Because the narrative only contains relation fluents, the last argument of the holds function is of sort Bool.
(declare-fun holds (Int Fluent Bool) Bool)
(declare-fun occurs (Int Int Action) Bool)
(declare-fun occlude (Int Fluent) Bool)
The narrative contains two fluents and an action:
(declare-const alive Fluent)
(declare-const loaded Fluent)
(declare-const fire Action)
The time points that are used in the SMT encoding need to be bounded, to
make sure that quantification over them is feasible. The maximum time point
that is used in the narrative is defined as the max-time constant.
(declare-const max-time Int)
(assert (= max-time 4))
Now that the functions and objects of the theory are defined, the narrative itself
is next, which is relatively straightforward:
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; # observations
(assert (holds 0 alive true))
(assert (not (holds 4 alive true)))
; # action occurrences
(assert (forall ((T1 Int) (T2 Int) (A Action)) (
= (occurs T1 T2 A) (and (= T1 2) (= T2 3) (= A fire)))))
; # action specifications
(assert (forall ((T1 Int) (T2 Int)) (
=>
(and (<= 0 T1) (< T1 T2) (< T2 max-time)
(occurs T1 T2 fire) (holds T1 loaded true))
(and (not (holds T2 alive true))
(not (holds T2 loaded true))
(occlude T2 alive)
(occlude T2 loaded)))))
; # occlusion formulas
(assert (forall ((T Int) (F Fluent)) (
= (occlude T F)
(and (holds 2 loaded tt) (= T 3)))))
(assert (forall ((T Int) (F Fluent)) (
= (occlude T F)
(and (holds 2 alive tt) (= T 3)))))
; # persistence
(assert (forall ((T Int) (F Fluent) (V Bool)) (
=>
(and (> T 0) (<= T max-time) (not (occlude T F))) (
= (holds (- T 1) F V) (holds T F V)))))
Next, the unique values axioms are specified, which state that a fluent can have
exactly one value at each time point:
(assert (forall ((T Int) (F Fluent)) (
=> (and (<= 0 T) (< T max-time))
(exists ((V Bool)) (holds T F V)))))
(assert (forall ((T Int) (F Fluent) (V1 Bool) (V2 Bool)) (
=> (and (<= 0 T) (< T max-time) (not (= V1 V2)))
(not (and (holds T F V1) (holds T F V2))))))
Finally, the proof goal is added. We will verify that loaded and alive are both
true from time point 0 to 2, and both false from time point 3. The first statement is ∀t [0 ≤ t ≤ 2 → holds(t, alive, true) ∧ holds(t, loaded, true)], and the
second is ∀t [t > 2 → ¬holds(t, alive, true) ∧ ¬holds(t, loaded, true)]. The negation of these two statements is asserted. To test both formulas in one run, the
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commands push and pop are used. The push command will create a new stack
on which an arbitrary number of formulas can be asserted. This stack can then
be removed using pop. Multiple stacks be added and the stack that has been
added last will be removed first. In both cases the SMT solver should answer
with UNSAT. The variable t in the second formula is bounded by the maximal
time point and the formulas is simplified as a whole, leading to the following
SMT-LIB encoding of the goal formulas:
(push 1)
(assert (not (forall ((T Int)) (
=>
(and (<= 0 T) (<= T 2))
(and (holds T alive true) (holds T loaded true))))))
(check-sat)
(pop 1)
(assert (exists ((T Int))
(and (> T 2) (<= T max-time)
(or (holds T alive true) (holds T loaded true)))))
(check-sat)
When this specification is fed to Z3, an SMT solver by Microsoft (de Moura and
Bjørner, 2008), it produces the following output:
$ ./z3.exe stanford_murder_mystery.smt2
unsat
unsat
Which shows that the negation of the formulas are indeed valid in the theory.
Because the SMT-LIB language allows the direct encoding of the theory of
quantifiers, equality with uninterpreted function symbols and linear integer
arithmetic, a TAL narrative can be input into it directly. As we have seen, this
leads to a surprisingly direct and clear encoding of narratives. Although this is
a positive result, the crucial element of any theorem solver is the scalability of
the instances. To explore this, we will perform several generative benchmarks
in the next chapter. First, though, we will shortly discuss how TAL reasoning
problems are expressed in SMT.

5.5

R EASONING P ROBLEMS IN SMT
Although we have used it already informally in the previous section, we will
now make the notion of a reasoning problem in SMT solving more precise.
Definition 9 (Reasoning problem in SMT). Consider a reasoning problem in
TAL, Γ |= G, as defined in Section 2.7. Using the fact that this is equivalent
to Γ ∧ ¬G |=⊥, it is possible to input Γ ∧ ¬G into an SMT solver. If the solver responds with UNSAT, and given that Γ is consistent, the formula G can
be entailed from the theory. If the solver responds with SAT, it has found a
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counter-example for Γ ∧ G, meaning that it is not valid and thus G cannot be
entailed from the theory.
Remark. When a reasoning problem is sent to an SMT solver, the solver will
use general methods to solve the problem (See Section 5.3). Therefore it will
not be trivial to analyze in what way prediction and postdiction are solved by
an SMT solver, or if the way in which these problems are solved are actually
much different. Still, we will make the distinction between these two problems,
because this is something that is traditionally done and it will be interesting to
see if there are any differences in performance between them.

5.6

C ONCLUSION
In this chapter we have given a background of what SMT solving is and how it
can be used. We have provided an example encoding of a TAL narrative, which
did not seem to cause much problems. The upshot of using SMT is that we can,
in theory, encode any narrative we can think of, because all of the theories that
TAL uses are supported by most SMT solvers.
In the next chapter we will explore the efficiency of SMT solvers when they are
being used as theorem provers for TAL narratives.
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In this chapter, we explore the computational feasibility of encoding TAL
theories as SMT problems. We make a distinction between three different
kind of encodings. The first encoding (QTF) sends the entire theory to
the SMT solver, the second (GND) grounds all quantifiers and sends the
grounded instance, and the last encoding (SMART) optimizes the grounding of the quantifiers. The last case seems to give the most efficient results, and we use it to implement a challenging benchmarking scenario
(The Russian Hijacking Scenario) with. Finally, we compare our results
with the Answer Set Programming approach.

6.1

I NTRODUCTION
In the previous chapter we introduced the working of SMT solvers and showed
how a TAL narrative can be encoded as an SMT problem. This appeared to be
relatively straightforward because all the theories that TAL uses – first-order
logic with equality and arithmetic – can be expressed in SMT-LIB, which is the
most common specification language for SMT solvers. In this chapter we will
test the efficiency and computational boundaries of SMT solving for TAL narratives by performing generative benchmarks and benchmarking the Russian
Airplane Hijacking scenario, which we will also use to compare our approach
with the proposal of Lee and Palla (2012).
The generative benchmarks can be divided in three categories: benchmarks
with quantifiers included (the QTF case), benchmarks in which all quantifiers
are instantiated and the ground instances are sent to the theory (the GND case),
and benchmarks in which instantiation of the quantifiers is optimized (the
SMART case). We will explain each of them in more detail now.

6.1.1

T HE GND CASE :

DIRECT ENCODINGS

The most straightforward way to encode TAL narratives in an SMT solver is
encoding the entire theory directy. This is what we will call the GND case, and
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is similar to the way in which the example narrative in the previous chapter
has been encoded.

6.1.2

T HE QTF CASE :

INSTANTIATING THE QUANTIFIERS

Z3 does not provide a lot of control over the way in which quantifiers are instantiated, which means that in order to deal with quantifiers efficiently it is
recommended to perform grounding using a programmatic API1 . Therefore,
we have developed a programmatic API2 in Java that performs all the grouding in a narrative. The quantifiers are grounded in the standard way: First all
existential quantifiers of the form ∃x Φ are replaced with Φ[x/u1 ] ∨ ... ∨ Φ[x/un ],
where u1 , ..., un denote all the objects belonging to the sort of x. Then, universal quantifiers of the form ∀x Φ are replaced with Φ[x/u1 ] ∧ ... ∧ Φ[x/un ], where
again u1 , ..., un denote all the objects belonging to the sort of x.

6.1.3

T HE SMART CASE :

SMART QUANTIFIER INSTANTIATION

When instantiating the quantifiers manually, it is possible to reduce the number of instances by making several simple observations. Firstly, the unique
values axiom: ∀v1 ,v2 ,t,f (v1 6= v2 → ¬(holds(t, f, v1 ) ∧ holds(t, f, v2 )) can be
simplified by instantiating this formulas only when v1 does not equal v2 . This
means that the formula can be simplified to ¬(holds(t, f, v1 ) ∧ holds(t, f, v2 ),
which is then sent to the SMT solver for the cases in which v1 6= v2 .
Secondly, an action specification formula only needs to be instantiated when
the action actually occurs. That means that when an action specification formulas of the following form has to be instantiated:
acs

[t1 , t2 ] a

Φ,

Then the variables t1 and t2 only have to be instantiated for the time point at
which an action actually occurs. So if there are two action occurrences of the
following form:
occ1

[0, 1] a

occ1

[4, 5] a

Then the action specification only has to be instantiated with [0, 1]a
[4, 5]a
Φ.

Φ and

The rest of this chapter has the following structure: we will start out by explaining the experimental setup of the benchmarks, which includes the benchmarking narrative and the SMT solver of choice. Subsequently, we will give
the benchmarking results, where we will first compare the QTF case with the
GND case, after which we will compare the GND case with the SMART case.
1 For a discussion I had with a Z3 developer, see: http://stackoverflow.com/questions/
13268394/avoiding-quantifiers-in-z3
2 The programmatic API is very concise: It consists of a single Java file and can be downloaded
from http://www.students.science.uu.nl/~{}3714314/TALBenchmarker.rar.
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6.2
6.2.1

E XPERIMENTAL S ETUP
TAL BENCHMARKING NARRATIVE
All benchmarks described in this chapter make use of the same narrative,
which contains several parameters. A complete specification of these variables
as called a benchmarking configuration. We will first define this configuration
formally, and then describe the benchmarking narrative.
Definition 10 (Benchmarking configuration). A benchmarking configuration is a
tuple B = hf, a, v, pi , pdet , d, Ri where
•
•
•
•
•
•
•

f = f0 , ..., fn are the functional fluents in the narrative,
a = a0 , ..., an the actions that can occur in a narrative,
v = v0 , ..., vn the values that the functional fluents can have,
pi ∈ [0, 1] is the ratio of fluents that will have their initial state specified,
pdet ∈ [0, 1] is the ratio of actions that are deterministic,
d is the duration of all the actions in time points,
R ∈ {pre, post} is the reasoning problem of interest: Prediction (R = pre)
or postdiction (R = post).

Definition 11 (TAL benchmarking narrative). Let the benchmarking narrative for
TAL be a narrative Γ as defined in Definition 1 that is specified by a benchmar|a|
king configuration B = hf, a, v, pi , pdet , d, Ri such that |v| = d |f
| + 1e. Γ consists
of:
Γobs Let n = |f |pi , that is, n represents the number of fluents that have their
initial state specified. Γobs consists of:
obs1

∧

[0] f1 = v0

....
obs1

∧

[0] fn = v0

Which means that the fluents fn+1 , ..., f|f | have no initial value.
Γacs Each action specification formula ai has the following form:
acsi

[t1 ] Φi → R([t2 ] Ψi )

[t1 , t2 ] ai
∧

Where Φi = fj = vk , such that j = i mod |f |, which means that the
preconditions of the actions iterate over all the fluents repeatedly, and
k = b i−1
|f | c+1, because the value of each fluent changes after each iteration
so the preconditions need to be in line with this. The post-condition Ψi is
similar, except that it changes the value of the next fluent. The idea is that
the action occurrences eventually form a chain of fluent changes that has
to be followed by the solver in order to prove facts in the narrative. The
post-condition can be non-deterministic as well. Therefore, if i < |f |pdet ,
∧
then Ψi = fj 0 = vk such that j 0 = (i + 1) mod |f | and k = b |fi | c + 1.
∧

∧

Otherwise, Ψi = fj 0 = vk ∨ ¬(fj 0 = vk ).
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Γocc Actions are non-overlapping and occur directly after one another, where
the length of each action is d. This means that Γocc consists of:
occ1

[0, d − 1]a0

occ2

[d, 2d − 1]a1

...
occi

[(|a| − 1)d, |a|d − 1]a|a|−1

Γpre All fluents are assumed to be persistence, which means that Γpre contains
the general persistence axiom
¬Occlude(t + 1, f ) → Holds(t + 1, f, v) ≡ Holds(t, f, v).
The proof goal G can be either for prediction (R = pre) or postdiction (R =
post):
• Prediction: the proof goal G is defined as the fluent that is in the postcondition of the action specification formula belonging to the last action
∧
occurrence. Therefore, G = [i] fn = vk such that i = |a|d − 1.
• Postdiction: the initial value of the first fluent is removed as an observa∧
tion, which means that [0] f0 = v0 is removed from Γobs , even if the initial
state is fully specified. After this, the post-condition of the last executed
∧
action is asserted as an observation. This means that [i] fn = vk is added
∧
to Γobs , and G = [0] f0 = v0 .
Example 6.2.1. Suppose a TAL benchmarking narrative Γ with 8 single-step,
deterministic actions, 3 fluents and a complete initial state. This is formalized
as a benchmark configuration B = hf, a, pi , pdet , d, Ri, such that f = f0 , f1 , f2 ,
a = a0 , ..., a7 , pi = 1, pdet = 1, d = 1. This means that there will be d 38 e + 1 = 4
values for the fluents. The resulting narrative is visualized in Figure 6.1, also
containing the positions of the proof goals for prediction (R = pre) and postdiction (R = post). The colors in the grid represent the values that the fluent
will have at that time point, going from value v0 (or represented as white), to v3
(represented as the darkest shade of grey). Each arrow represents an action, the
start of the arrow is the pre-condition of the action, and the end of the arrow
is the post-condition of the action. The prediction problem in this narrative
∧
uses the proof goal: G = [8] f2 = v3 . For the postdiction problem, the assertion
∧
∧
[0] f0 = v0 is removed from Γobs , while [8] f2 = v3 is asserted as an observation,
∧
The proof goal is then: G = [0] f0 = v0 .
By using this construct, it is ensured that both the prediction and postdiction
process have no possibility to ”cut corners”. That is, the entire chain of actions
has to be followed to infer the proof goal.

6.2.2

SMT SOLVER
For the benchmarks that we discuss in this document we have used Z3,
a high performance theorem prover being developed at Microsoft Research
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Figure 6.1: TAL benchmarking narrative with 8 single-step actions and 3 fluents.

(de Moura and Bjørner, 2008). There are two common ways in which frontends interact with Z3: using a textual format or a binary API. The textual format is an extension of the SMT-LIB language, and this is the format we will use.
Z3 was the winner of the SMT competition 20113 , and it beat the competitors of
the SMT competition 2012 convincingly in the AUFLIA benchmarks (equality
with uninterpreted functions, linear integer arithmetic and quantifiers). Note
that this is still no guarantee that Z3 will give us the best performance, but we
do believe it to be a good experimentation platform. Once we have developed
a solid encoding for TAL theories we can turn to other solvers and compare the
results.

6.3

B ENCHMARKING R ESULTS
The benchmarks have been performed on a HP Pavilion g6 Notebook PC with
an Intel Core i5-2430M CPU @ 2.40GHz using 6 GB of RAM, running 64-bit
Windows 7.

6.3.1

QTF AND GND COMPARED
We start out with a complete initial state, deterministic and one-step actions.
For the first benchmark the number of action occurrences has been increased
from 0 to 33, while the number of fluents has been fixed to 5. The time it took
Z3 to answer for both prediction and postdiction has been measured in the QTF
case and the GND case (see Figure 6.2). This means that in the benchmarking
configuraton B = hf, a, pi , pdet , d, Ri, we have that f = 5, 0 ≤ a ≤ 33, pi =
1, pdet = 1, d = 1. From now on, we will only describe the benchmarking
results using the benchmarking configuration.
In the QTF case, the solving time increases more or less exponentially with the
number of actions and becomes infeasible (over 30 seconds) around 30 actions.
Before that, the solving time is already relatively high (10-30s). The number
of fluents in this narrative is not very large, which means that increasing the
number of actions does not scale very well. Notice that the postdiction problem
for 13 actions has an unknown result, which is problematic. This shows the
danger of using a vanilla encoding: It is not always clear in what way the SMT
solver tries to solve the instances, which can cause unpredicable results.
The GND case, on the other hand, shows much better scalability. Moreover,
3 The
results of the SMT competition 2011 and 2012 can be
http://www.smtcomp.org/2011/, respectively http://www.smtcomp.org/2012/

found

at
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Figure 6.2: QTF vs. GND: Solving time in seconds when increasing the number of
actions using 5 fluents for prediction (left image) and postdiction (right image)

it does not produce unpredictable results but the increase in solving time is
constant with the increase in number of actions.

Figure 6.3: QTF vs. GND: Number of binary SAT clauses in millions that are being
generated when increasing the number of action occurrences using 5 fluents for the
prediction problem

For illustrative purposes, Figure 6.3 shows the number of binary SAT clauses
that are being generated in the QTF and GND cases of the previous benchmark.
Notice that the vertical axis is the number of SAT clauses in millions. The fact
that there are over six million SAT clauses being generated in the QTF case for
a narrative with only 5 fluents and 29 actions seems to suggest that the SMT
solver is not using a very efficient way of solving the problem when it has to
deal with quantifiers. In the GND case, on the other hand, the results are much
better.
This leads us to conclude that sending the quantifiers to Z3 directly is not a
very efficient solution. Therefore, we will continue the rest of the benchmarks
by grounding the quantifiers using our programmatic API and comparing the
GND and the SMART case.
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6.3.2

GND AND SMART COMPARED
Again, we test the number of action occurrences, but now compare the GND
case with the SMART case and we vary the number of action occurrences from
0 to 50. Figure 6.4 shows the results.

Figure 6.4: GND vs. SMART: Solving time in seconds when increasing the number of
actions using 5 fluents for prediction (left image) and postdiction (right image)

Although the increase in solving time of the GND case seemed to be constant
in the first benchmark, we see now that it is in fact exponential as well. The
exponential growth in the SMART case is less extreme, but it is still exponential
and after about 50 actions the results become infeasible (more than 30 seconds).
All actions in this narrative are single-step and deterministic, which makes this
the most simple case. It will be useful to see if increasing the action duration
and adding non-determinism will also lead to exponential growth.
Therefore, we increase the duration of the action while we leave the number
of fluents and the number of actions constant. That is, we choose a benchmarking configuration with |f | = 5, |a| = 8, pi = 1, pdet = 1, 0 ≤ d ≤ 40. The
results of this benchmark are depicted in Figure 6.5. The left image shows that
when using SMART grounding for prediction the increase is linear to almost
constant, while this is exponential to linear for the GND case. In the postdiction case (right image), the results are less positive and the increase seems to
be linear for both GND and SMART.
Appendix B contains the results for testing non-determinancy in the benchmarking narrative as well. Both non-deterministic actions and an incomplete initial
state have been tested. It is not straightforward to draw conclusions from these
results, which makes use believe that the benchmarking narrative that we have
used might not be suitable for testing non-deterministic effects. In order to test
this, we will now introduce a more complex scenario.

6.4

T HE R USSIAN A IRPLANE H IJACK S CENARIO
The scenario we will use for the final benchmark is the Russian Airplane Hijack (RAH) Scenario, which is formalized and specified in TAL in Kvarnström
(2005):
A Russian businessman, Boris, travels a lot and is concerned about
61

6. SMT BENCHMARKS

Figure 6.5: GND vs. SMART: Solving time in seconds when increasing the action duration using 10 fluents and 20 actions for prediction (left image) and postdiction (right
image)

both his hair and safety. Consequently, when traveling, he places
both a comb and a gun in his pocket. A Bulgarian businessman,
Dimiter, is less concerned about his hair, but when traveling by air,
has a tendency to drink large amounts of vodka before boarding a
flight to subdue his fear of flying. A Swedish businessman, Erik,
travels a lot, likes combing his hair, but is generally law abiding.
Now, one ramification of moving between locations is that objects
in your pocket will follow you from location to location. Similarly,
a person on board a plane will follow the plane as it flies between
cities.
Generally, when boarding a plane, the only preconditions are that
you are at the gate and you have a ticket. However, if you try to
board a plane carrying a gun in your pocket, which will be the case
for Boris, this should qualify the action. Also, a condition that could
sometimes qualify the boarding action is if you arrive at the gate in
a sufficiently inebriated condition, as will be the case for Dimiter.
When the boarding action is qualified, attempting to board should
have no effect.
Boris, Erik and Dimiter already have their tickets. They start
(concurrently) from their respective homes, stop by the office, go
to the airport, and try to board fiight SAS609 to Stockholm. Both
Erik and Boris put combs in their pockets at home, and Boris picks
up a gun at the office, while Dimiter is already drunk at home and
may or may not already have a comb in his pocket. Who will successfully board the plane? What are their final locations? What will
be in their pockets after attempting to board the plane and after the
plane has arrived at its destination?
This is a rather complex scenario, and modeling it requires all of the expressivity that TAL has to offer. Therefore, we believe it is a good way to test
the efficiency of SMT solving for TAL scenarios. The implementation of this
scenario into SMT has been performed using the SMART case, meaning that
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quantifier instantiation will be optimized.4 . Since the proposal of Lee and Palla
(2012) uses this scenario as well5 , we have used it to compare their results with
ours. We will refer to this proposal as the ASP approach, since it makes use of
Answer Set Programming.
We have compared the time that both solvers took to answer for a prediction
problem when increasing the end-point of the last action from 20 to 100 time
points. The result of this benchmark is depicted in Figure 6.6.

Figure 6.6: SMART vs. ASP: Solving time in seconds when increasing the maximum
time point in the RAH scenario

As can be seen, the ASP approach is not only more efficient, but more constant
as well. Despite this, the SMT solver does not seem to perform a lot worse and
both types of growth are more or less linear.

6.5

C ONCLUSION
We have benchmarked three different implementations for a generative benchmarking narrative. Starting out with the QTF case, the results were unpredictable and the solving time did not scale well when the action duration or the
number of action increased. In fact, the growth seemed to be exponential. This
problem was acknowledged by the Z3 developers, who advised to make use
of a programmatic API. This led to the improved GND case, which instantiated all the quantifiers and showed much better results. The boundaries where
stretched further when using the SMART case. Although the improvements
in the SMART case were not very advanced, the increase in efficiency was significant. In fact, when comparing the GND case with the SMART case for
prediction when increase the action duration, it turned out that the SMART
case remained constant.
This is a positive result, but at the same also very limited. In all other case,
the SMART case lead to an improvement, but did not increase the character of
growth (that is, exponential remained exponential).
4 The Java source file of this benchmark can be downloaded from http://www.students.
science.uu.nl/~{}3714314/RAH.rar. This source file contains configuration parameters such
as the number of benchmarks, the maximum time point and several more.
5 See http://reasoning.eas.asu.edu/f2lp/ for implementation details.
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When benchmarking the SMART case for a more complex scenario, the Russian Airplane Hijack scenario, the results were acceptable but not as good as
the Answer Set Programming approach of (Lee and Palla, 2012). This seems
to indicate that the ASP approach is more predictable and solid than our approach, which is not surprising since it has a much longer development time.
The SMT approach is a promising approach for planning, because it attempts
to combine expressivity with efficiency. Still, this does not mean that any SMT
implementation will be efficient. SMT solving is a specialized domain that
currently requires much knowledge about the internal working of the solvers
in order to tweak the efficiency. In this chapter, we have taken a rather practical
approach and introduced SMT solving for planning. A logical next step is to
take a more theoretical approach and see to what extend our results can be
optimized.
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The overall aim of this work has been that of providing temporal action logics
with a framework for theorem proving by using logic programming and SMT
solving. Chapter 3 and 4 have been concerned with logic programming and
can be considered as a more theoretical approach: we discussed a sound translation from a constraint TAL theory to a logic program. Chapter 5 and 6 have
taken a more practical approach and are based on more recent developments
in the field by attempting to express TAL reasoning problems into SMT solvers
and providing benchmarks.
The introductory chapter has put forward two research questions aimed at exploring theorem proving for TAL. Those questions have been answered in the
following way:
Logic programming For a constraint version of TAL, it is possible to obtain a
logic program that is sound for the theory. That means that if the logic
program implemenation (we have used Prolog) succeeds on a sentence
then this sentence is logically entailed by the theory, and if the implementation fails on a sentence then the negation of this sentence is entailed by
the theory. Unfortunately, it is not possible to formulate TAL narratives
a logic programs in general because the unique values axioms cannot be
encoded as such. Therefore this result is mainly theoretical: it shows the
possibilities and, perhaps even more, the limitations of using logic programming as a theorem proving tool for temporal action logics.
SAT modulo theories TAL uses the theories of equality with uninterpreted
function symbols, quantifiers and arithmetic, all of which are supported by most SMT solvers. Therefore it is relatively straightforward to
encode TAL narrative as SMT problems directly. Using preprocessing for
the quantifiers turned out to be a promising direction for the use of SMT
solving for TAL narratives. Uur results were less predictable and stable
than an existing implementation for Answer Set Programming. A logical next step is to supplement our practical exploration with theoretical
foundations in order to optimize the results.
All in all, our work has explored some of the possibilities and limitations of
performing theorem proving for temporal action logics.
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A
A.1

TALT RANSLATOR

I NTRODUCTION
We have developed an application that supplements the theoretical work
discussed in this thesis. The application is called TALTranslator, and the
sources can be downloaded from:
http://www.students.science.uu.nl/~3714314/TALBenchmarker.rar

Figure A.1: The intended workflow of TALTranslator

As the name might suggest, the application automatically translates TAL narratives into a form that is amendable for theorem proving. Figure A.1 shows
the workflow that is intended for the application: Some entity in the world
(the user, or perhaps another application) specifies a narrative in TALTranslator. This narrative is then translated into a form that is recognized by an off-theshelf theorem prover of choice, such as a logic programming implementation
or an SMT solver. This compiled narrative can then be sent to the theorem prover
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which can interact with the outside world.
During the development of the application we have intended to keep this
structure in mind. We hope this will allow further researcher to build upon
this application easily, because it is relatively straightforward to insert theorem proving modules into the framework. Currently, the only translation that
has actually been implemented is the translation into a logic program, which
implements the translation that has been given in Chapter 4.
In this appendix we will discuss how to use the application. This means we
will explain how the user can specify a narrative and how this narrative can
be translated into a logic program. The application has been written for Java
1.6. For a more detailed explanation of the application we refer to the sources,
which contain more information about the architecture of the software.

A.2

U SER M ANUAL

A.2.1

S TARTING THE APPLICATION
The TALTranslator application can be started by running the Main.gui class.
When started, the GUI in Figure A.2 is displayed. The user is able to create
a new project (CTRL+N or via the menubar: File > New Project), or open an
existing project (CTRL+O or File > Open Project). When starting a new project, the dialog of Figure A.3 shows up, giving the user the possibility to choose
the type of project. Currently, only the TALToProlog project has been implemented, but when translations to other formalisms such as SMT have been
implemented, the user is able to specify the corresponding project here.

A.2.2

O PENING AND SAVING A PROJECT
TALTranslator comes with several examples, which can be found in the directory narratives. To open such an example, press CTRL+O or navigate to
the menubar: File > Open File.... Project specifications have the extension
.talproj. Figure A.4 shows part of the project Robot Specification. Projects
can be saved simply by pressing CTRL+S or navigating to File > Save.

A.2.3

C REATING A NEW PROJECT
When a new project has been created – because we have only implemented
TALToProlog we will consider this case – a new empty narrative will appear
in the left navigation bar. The user can specify the narrative here, using the
syntax of TAL 2.01 . We will summarize the syntax of this language shortly in
the next section.
1 Unfortunately, this language is still under construction, but this specification will become publicly available soon
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Figure A.2: The start screen of TALTranslator

Figure A.3: Creating a new project that translates a TAL narrative to a Prolog file

A.2.4

S PECIFYING A PROJECT: TALT RANSLATOR SYNTAX
We distinguish four different predicate sorts that can be used in the narrative
specification:
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Figure A.4: Part of the Robot Specification example scenario

• Fluents describe how features change over time and should have a temporal term as their first argument.
• Actions have no syntactical constraints.
• Constants are actually nullary predicate symbols but do not require parentheses (although this is allowed).
• "Occurs" is a reserved predicate that can be used to denote when an
action occurs.

Each predicate used in the narrative will always be in one of these four categories. Therefore we require the user to enter all the predicates that will occur in
the narrative in the first dialog screen of the GUI (see Figure A.5). Moreover,
since the predicates Holds and Occludes are used in the reified narrative, they
are also not allowed to be used here.
An EBNF specification of the syntax of first order formulas without equality
extended with change context annotations can be found in Figure A.6. Note
that we have slightly extended the EBNF notation and allow the expression
["a"-"z"], which means all alphabetical characters starting from a and ending at
z, similar for numbers. If expr in [expr] is not of the form that we just described, we follow the EBNF convention which states that expr is optional.
In short, variables are denoted with a capital letter. Temporal variables start
with a T followed by a number while normal variables start with any capital letter except T. Predicates and constants start with a lowercase letter. Both
can contain numbers as well, but not as a first character. The precedence of
the connectives follows from the EBNF, but for clarity an overview is given in
Table A.1.
The GUI supports syntax highlighting and will give syntax errors in real-time
using the Code Assistant.
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Figure A.5: Specifying the alphabet of a narrative

fof
implication
disjunction
conjunction
unary

::=
::=
::=
::=
::=

implication ( "<->", implication )* ;
disjunction ( "->", disjunction )* ;
conjunction ( "or", conjunction )* ;
unary
( "and", unary )* ;
quantification | literal ;

quantification ::= quantifier, var, ":", unary ;
quantifier
::= "exists" | "forall" ;
literal ::= atom | negation ;
negation ::= "not", unary ;
atom
::= terminal | "(", fof, ")" | "[" fof "]";
terminal
predicate
argblock
args
arg

::=
::=
::=
::=
::=

var | tempvar | predicate ;
ident, [ argblock ] ;
"(", [ args ], ")" ;
arg, ( ",", arg )* ;
predicate | ident | var | tempvar | num;

ident
::= ["a"-"z"], ( numchar )* ;
var
::= ( ["A"-"S"] | ["U"-"Z"] ), ( numchar )* ;
tempvar ::= "T", [ num ] ;
numchar ::= ["a"-"z"] | ["A"-"Z"] | ["0"-"9"] ;
num
::= ( ["0"-"9"] )+ ;
Figure A.6: The EBNF notation for first-order formulas in TALtoProlog
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symbol
not
exists
forall
and
or
->
<->

meaning
negation
quantification
,,
and
or
implication
equivalence

precedence
1
2
2
3
4
5
6

Table A.1: Precedence of the connectives used in TALtoProlog

A.2.5

C OMPILING A N ARRATIVE
Once the narrative has been specified completely (notice that a narrative in
TALToProlog should fall into the class of TALM theories (see Section 4.1), it can
be compiled into a Prolog file. This consists of two general steps:
1. Translate the specification to the first-order language L(FL) and circumscribe the theory.
2. Translate the circumscribed theory into a syntax amenable for the theorem prover of choice.
In the case of TALToProlog, this is implemented as follows:
1. Translate the TALM theory into a definitional theory using the proofs
given in Section 4.1;
2. Translate the definitional theory into a Prolog program using the def2P
algorithm (Section 4.2).
The first step of this compiling can be applied by going to the menubar item:
Run > Reify and Circumscribe. Once this has been execute successfully, a
second subproject will appear called Compiled narrative. This subproject
contains the item Complete compiled narrative, which contains the entire
theory. Figure A.7 shows part of the compiled narrative for the example application Robot Specification.
The second step by going to Run > Generate Prolog File. We have included
a Prolog solver into the application as well, which can be used to insert the
resulting theory in. The Prolog solver is called tuProlog and can be started by
going to Run > run tuProlog.2 Figure A.8 shows part of the Prolog file of the
Robot Specification application in tuProlog.

2 tuProlog is a light-weight Prolog system for distributed applications and infrastructures. For
more information, see: http://alice.unibo.it/xwiki/bin/view/Tuprolog/
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Figure A.7: Part of the compiled narrative for the Robot Specification application

Figure A.8: tuProlog containing the Prolog file for the narrative Robot Specification
application
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B ENCHMARKING
D ETAILS

We will display the graphs that contain the results for non-deterministic actions
here.

Figure B.1: GND vs. SMART: Solving time in seconds when increasing the fraction of
non-deterministic actions using 10 fluents and 20 actions for prediction (left image) and
postdiction (right image)

Figure B.2: GND vs. SMART: Solving time in seconds when increasing the fraction of
fluents with an incomplete initial state using 10 fluents and 20 actions for prediction
(left image) and postdiction (right image)
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Methodologies for Intelligent Systems, volume 869 of Lecture Notes in Computer Science,
pages 521–530. Springer Berlin Heidelberg.
Doherty, P., Gustafsson, J., Karlsson, L., and Kvarnström, J. (1998). Tal: Temporal action
logics language specification and tutorial.
Dutertre, B. and Moura, L. D. (2006). A fast linear-arithmetic solver for dpll(t. pages
81–94. Springer.
Ferraris, P., Lee, J., and Lifschitz, V. (2011). Stable models and circumscription. Artif.
Intell., 175(1), 236–263.
Fitting, M. (2000). Fixpoint semantics for logic programming – a survey.
Gustafsson, J. and Doherty, P. (1996). Embracing occlusion in specifying the indirect
effects of actions. pages 87–98. Morgan Kaufmann Publishers.
Hallin, M. (2010). SMT-Based Reasoning and Planning in TAL. Master’s thesis, Linkoping
University.
Hanks, S. and McDermott, D. (1987). Nonmonotonic logic and temporal projection.
Artif. Intell., 33(3), 379–412.
Hodges, W. (1993). Handbook of logic in artificial intelligence and logic programming
(vol. 1). chapter Logical features of Horn Clauses, pages 449–503. Oxford University
Press, Inc., New York, NY, USA.
Israel, D. (1993). The role(s) of logic in artificial intelligence. In Handbook of Logic in
Artificial Intelligence and Logic Programming, pages 1–29. Oxford University Press.
Karlsson, L. and Gustafsson, J. (1999). Reasoning about concurrent interaction. Journal
of Logic and Computation, 9(5), 623–650.
Kim, H.-C. (1995). Prediction and postdiction under uncertainty.
Kowalski, R. (1979). Logic for Problem Solving, volume 7 of The Computer Science Library,
Artificial Intelligence Series. North Holland, New York, Oxford.
Kowalski, R. and Sergot, M. (1986). A logic-based calculus of events. New Gen. Comput.,
4(1), 67–95.
Kvarnström, J. (2005). Talplanner and other extensions to temporal action logic.
Lee, J. and Palla, R. (2012). Reformulating temporal action logics in answer set programming. In AAAI.

78

BIBLIOGRAPHY
Lloyd, J. and Topor, R. (1984). Making prolog more expressive. Journal of Logic Programming, 1, 225–240.
Lloyd, J. W. (1987). Foundations of logic programming. Springer-Verlag New York, Inc.
Magnusson, M. (2007). Deductive Planning and Composite Actions in Temporal Action Logic.
Ph.D. thesis, Linkoping University. Licentiate Thesis.
Malik, S. and Zhang, L. (2009). Boolean satisfiability from theoretical hardness to practical success. Commun. ACM, 52(8), 76–82.
McCarthy, J. (1959). Programs with common sense. In Semantic Information Processing,
pages 403–418. MIT Press.
Mccarthy, J. (1987). Circumscription—a form of non-monotonic reasoning. Readings in
nonmonotonic reasoning, pages 145–152.
McCarthy, J. and Hayes, P. J. (1969). Some philosophical problems from the standpoint
of artificial intelligence. In Machine Intelligence, pages 463–502. Edinburgh University
Press.
Reiter, R. (1982). Circumscription implies predicate completion (sometimes). In AAAI,
pages 418–420.
Reiter, R. (2001). Knowledge in action : logical foundations for specifying and implementing
dynamical systems. MIT Press, Cambridge, Mass. The frame problem and the situation
calculus.
Sandewall, E. (1994). Features and fluents (vol. 1): the representation of knowledge about
dynamical systems. Oxford University Press, Inc., New York, NY, USA.
Shanahan, M. (1997). Solving the frame problem - a mathematical investigation of the common
sense law of inertia. MIT Press.
Shepherdson, J. (1998). Negation as failure, completion and stratification. In in Handbook of Logic in Artificial Intelligence and Logic Programming. Volume 5. Oxford Science
Publications.
Thielscher, M. (1998). Introduction to the fluent calculus. Electron. Trans. Artif. Intell., 2,
179–192.

79

